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ABSTRACT 

The harmonized automatic relay mitigation of nefarious intentional events (HARMONIE) special 
protection scheme (SPS) was developed to provide adaptive, cyber-physical response to 
unpredictable disturbances in the electric grid. The HARMONIE-SPS methodology includes a 
machine learning classification framework that analyzes real-time cyber-physical data and determines 
if the system is in normal conditions, cyber disturbance, physical disturbance, or cyber-physical 
disturbance. This classification then informs response, if needed and/or suitable, and included 
cyber-physical corrective actions. Beyond standard power system mitigations, a few novel 
approaches were developed that included a consensus algorithm-based relay voting scheme, an 
automated power system triggering condition and corrective action pairing algorithm, and a cyber 
traffic routing optimization algorithm. Both the classification and response techniques were tested 
within a newly integrated emulation environment composed of a real-time digital simulator (RTDS) 
and SCEPTRE™. This report details the HARMONIE-SPS methodology, highlighting both the 
classification and response techniques, and the subsequent testing results from the emulation 
environment.  
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EXECUTIVE SUMMARY 

With the advent and integration of novel smart grid technologies that broaden the cyber attack 
surface, the rise of unpredictable disturbances such as electromagnetic pulses (EMPs), and the 
looming presence of extreme weather events, a next-generation special protection scheme (SPS) 
with the following attributes is needed: 

1. A SPS that can adapt to unpredictable events (without predefined conditions) and effectively 
respond to limit/eliminate the disruption quickly 

2. A SPS that is cyber-physical in analyzing collected data and taking response actions; it is no 
longer sufficient for a SPS to process only physical power system data and solely take 
physical-side actions; cyber-side actions are necessary to eliminate malicious compromise 

3. A SPS that extends the use of protective relays from fault isolation to also adaptively 
learning system conditions, preventing cyber attack propagation, and taking proactive actions 
to prevent compromise within the relay set itself 

To meet the needs of future SPSs, we propose a defensive, wide-area SPS that learns system 
conditions, mitigates cyber-physical consequences, and preserves grid operation under diverse 
predictable and unpredictable disturbances. This harmonized automatic relay mitigation of nefarious 
intentional events (HARMONIE)-SPS will meet the needs stated above by processing both cyber 
and physical data from both relays and out-of-band (OOB) measurements, learning actual system 
conditions to adapt to both predictable and unpredictable disturbances, and performing proactive 
response actions to prevent further cascading impact. Furthermore, the HARMONIE-SPS will 
leverage the distributed sets of protective relays, within different zones, to derive classification of the 
system conditions and respond to disturbances. With this increased situational awareness and 
proactive control response approach, the HARMONIE-SPS can greatly improve the resilience of 
the electric grid against cyber-physical disturbances, whether it is intentionally malicious or 
inadvertent. 

In this report, we detail our HARMONIE-SPS approach, including the machine learning 
framework, cyber-physical testbed development, and consensus algorithm-based relay voting 
(CARV) scheme. We also explore the different types and combinations of cyber-physical corrective 
actions that can be deployed, including automated pairing of triggering conditions and physical 
(power system) corrective actions, cyber network routing optimization, etc. Lastly, we detail 
collaboration with the ADROC: An Emulation Experimentation Platform for Advancing Resilience 
of Control Systems LDRD project for assessing CARV within the HARMONIE-SPS emulation 
environment. 

For the experiments conducted to evaluate HARMONIE-SPS methodology, two different 
environments were used. One was the Texas A&M University RESLab cyber-physical environment 
that was used to model different disturbances in a WSCC 9-bus system use case and provide training 
and testing data for the initial machine learning classification framework. Second was the newly 
integrated RTDS and SCEPTRE™ cyber-physical emulation environment where two different use-
cases were implemented: WSCC 9-bus system and IEEE 39-bus system. Different disturbances were 
implemented in this emulation environment to assess both the HARMONIE-SPS classification and 
response mechanisms. Results for these different disturbance scenarios within the two different 
environments are provided in this report and highlight HARMONIE-SPS’s ability to process and 
classify cyber-physical electric grid data and utilize it to inform more comprehensive cyber-physical 
response that improves the system conditions and overall grid resilience.  
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1. INTRODUCTION 

Protection schemes are vital to the continuous, reliable operation of the electric grid. There exist a 
variety of protection schemes that coordinate protective relays during power system faults and seek 
to isolate and clear the faults quickly and efficiently to prevent any sustained damage and cascading 
impact. Extending the focus from isolating and clearing faults, special protection schemes (SPSs) 
protect the grid by detecting predefined abnormal conditions and deploying predefined corrective 
actions in a playbook manner. It is important to note that SPSs and remedial action schemes (RASs) 
terminology is often used interchangeably [1].  

SPSs prioritize reliability and seek to maintain stability, acceptable voltages, and loading limits during 
disturbances, essentially operating within the respond and recover functions of National Institute of 
Standards and Technology's Cybersecurity Framework [2]. Unlike typical protection schemes, SPSs 
can take actions beyond the isolation of a fault and include changes to demand, generation, and 
system configuration. 

However, it no longer suffices for SPSs to focus solely on predefined disturbances and reliability. 
Resilience and unpredictable disturbances such as electromagnetic pulses (EMPs), extreme weather, 
and malicious events threatening national security must be considered. Hurricane Maria in Puerto 
Rico revealed the fragility of grid physical infrastructure, which suffered severe damage and 
continues to require significant restoration effort. It showed how quickly cascading failures can 
destabilize even undamaged equipment and the dependency and interconnectedness of critical 
infrastructure [3]. 

Cyber attacks targeting grid operations are increasing in frequency and intensity, as exemplified by 
the calamitous 2015 and 2016 cyber attacks to the Ukrainian grid [4]. The recent Colonial pipeline 
cyber attack highlighted the cascading impact of compromises in critical infrastructure; hackers were 
able to use a compromised password to access the company’s network and conduct a ransomware 
attack that caused the pipeline to shut down the system for the first time in their 57-year history. 
Cyber-physical systems such as the electric grid can have cascading impacts across the cyber and 
physical domains, a characteristic common in all critical infrastructure systems [5]. 

Furthermore, with the increasing penetration of distributed energy resources (DER) such as solar 
photovoltaic (PV) systems and wind farms, new technologies are being integrated and connected to 
the bulk power system. These grid-edge devices, with novel communication and automation 
functionalities, are also becoming targets to cyber attacks and can cause detrimental impact 
propagation as DER penetration increases [6]. 

With the advent and integration of novel smart grid technologies that broaden the cyber attack 
surface, the rise of unpredictable disturbances such as EMPs, and the looming presence of extreme 
weather events, a next-generation SPS with the following attributes is needed: 

4. A SPS that can adapt to unpredictable events (without predefined conditions) and effectively 
respond to limit/eliminate the disruption quickly 

5. A SPS that is cyber-physical in analyzing collected data and taking response actions; it is no 
longer sufficient for a SPS to process only physical power system data and solely take 
physical-side actions; cyber-side actions are necessary to eliminate malicious compromise 

6. A SPS that extends the use of protective relays from fault isolation to also adaptively 
learning system conditions, preventing cyber attack propagation, and taking proactive actions 
to prevent compromise within the relay set itself 
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To meet the needs of future SPSs, we propose a defensive, wide-area SPS that learns system 
conditions, mitigates cyber-physical consequences, and preserves grid operation under diverse 
predictable and unpredictable disturbances. This harmonized automatic relay mitigation of nefarious 
intentional events (HARMONIE)-SPS will meet the needs stated above by processing both cyber 
and physical data from both relays and out-of-band (OOB) measurements, learning actual system 
conditions to adapt to both predictable and unpredictable disturbances, and performing proactive 
response actions to prevent further cascading impact. 

Furthermore, the HARMONIE-SPS will leverage the distributed sets of protective relays, within 
different zones, to derive classification of the system conditions and respond to disturbances. With 
this increased situational awareness and proactive control response approach, the HARMONIE-SPS 
can greatly improve the resilience of the electric grid against cyber-physical disturbances, whether it 
is intentionally malicious or inadvertent. 

In this report, we detail our HARMONIE-SPS approach, including the machine learning 
framework, cyber-physical testbed development, and consensus algorithm-based relay voting 
(CARV) scheme. We also explore the different types and combinations of cyber-physical corrective 
actions that can be deployed, including automated pairing of triggering conditions and physical 
(power system) corrective actions, cyber network routing optimization, etc. Lastly, we detail 
collaboration with the ADROC: An Emulation Experimentation Platform for Advancing Resilience 
of Control Systems LDRD project for assessing CARV within the HARMONIE-SPS emulation 
environment. 
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2. NEED FOR ADAPTIVE, CYBER-PHYSICAL SPS 

In this section, discussion on traditional implementations of SPS/RAS is provided as well as how 
unpredictable disturbances challenge their effective operation. Additionally, existing automated 
response efforts and their foci are described. 

2.1. Special Protection Schemes 

According to the Western Electricity Coordination Council (WECC), there are four common 
elements for the design of SPS/RAS: arming criteria, initiating conditions, actions taken, and time 
requirements [7]. The arming criteria are critical system conditions for which a step-wise SPS should 
be ready to take action when required. The initial conditions are the contingencies that have been 
known to cause violations of reliability and stability standards, which will initiate the SPS corrective 
action if the scheme is armed. The initial conditions can be event-based, parameter-based, response-
based, or the combination of the above. 

Event-based schemes directly detect outages and/or fault events and initiate actions to mitigate the 
event consequence fully or partially. Parameter-based schemes measure variables for which a 
significant change confirms the occurrence of a critical event. Response-based schemes monitor 
system response during events and disturbances and incorporate a closed-loop process to react to 
actual system conditions [8]. The work of [9] finds that most SPS in the WECC system initiate upon 
changes to system topology, with very few being triggered by system condition changes. 

2.2. Disturbances 

Traditional SPSs, as described in the last section, are designed to combat predictable disturbances 
such as generator/line outages or faults that cause violations in system parameters such as voltage 
current, reactive power, etc. These disturbances, or contingencies, are extensively studied in the 
planning phase (e.g., N-1 contingency analysis) with simulation-based tools to understand what 
violations (e.g., triggering conditions) result for different combinations of contingencies and what 
mitigations can address them. The playbook design of these traditional SPSs works very well for 
predictable disturbances, especially with accurate models of the power system for simulation-based 
studies. 

Disturbances such as cyber attacks and extreme weather have unpredictable trajectories that are 
difficult to predict and characterize in terms of triggering conditions as described in the previous 
subsection. Certain known cyber attacks can have signatures and behavior-based indicators; 
however, the attack kill chain can vary depending on the adversary and target system. Furthermore, 
for zero-day exploits, no signatures exist and behavioral techniques such as machine learning must 
be employed. It is also necessary to consider cyber-physical indicators for systems such as the 
electric grid to understand when both cyber and physical corrective actions are necessary. Both 
cyber and physical data are not monitored concurrently either during planning or operational phases 
to detect when a cyber-physical event occurs. Therefore, adaptive and real-time analysis is needed to 
understand the cyber-physical violations that may occur during unpredictable disturbances and 
effectively deploy cyber-physical corrective actions. 

It is important to note that the playbook-style traditional SPS/RAS with triggering condition and 
correction pairs that are determined through extensive simulation studies in the planning stage will 
always play a crucial role. HARMONIE-SPS aims to supplement these playbooks with a real-time, 
adaptive capability that can learn new triggering conditions and recommend mitigations that can be 
then added to playbook and/or used concurrently.  
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2.3. Automated Response 

Many research efforts, from both industry and academia, have gone into improving the flexibility 
and dynamics of SPS implementation. In [10], an event-based method was proposed to enhance SPS 
that are created to address specific frequency and voltage instability issues. Using transient energy 
analysis, the conventional SPS implementation can be adjusted with flexible triggering thresholds 
[11], and also adaptive corrective actions [12]. To mitigate the risk of voltage instability and voltage 
collapse, BC Hydro developed a methodology to determine the magnitude of load shedding based 
on real-time measurement data [13]. 

Recent work [14] by the Pacific Northwest National Laboratory (PNNL) proposed an approach to 
adaptively set the arming parameters of existing SPS based on realistic and near real-time operation 
conditions. In collaboration with PacifiCorp and Idaho Power Company, a prototype named 
Transformative Remedial Action Scheme Tool (TRAST) was developed with advanced computing 
methods for adaptively setting SPS coefficients with the consideration of realistic and near real-time 
operation conditions. The Jim Bridger RAS, owned and operated by PacifiCorp, was used as the 
case study for testing and validating the methodology and prototype. 

The TRAST tool performs statistical analysis for full-year supervisory control and data acquisition 
(SCADA) set provided by utilities that contain essential variables for the existing SPS model. 
Correlation analysis and regression is performed between these variables, as well as with temporal 
data such as season and month and power flow data from state estimator cases. A machine learning 
framework was developed to update the RAS coefficients; full details on the framework can be 
found in [14]. To summarize, this online SPS tool is automated in the sense that the parameters 
adapt to real-time conditions, however the design of the underlying SPS itself is manual. The other 
key factor is the vast amount of real system data (measurements and models) needed for the entire 
framework, spanning multiple entities and even years. 

Overall, although the need for an adaptive SPS has been recognized, especially for the SPS 
development and triggering phases, adaptive and cyber-physical SPSs have not been proposed. The 
grid is increasingly cyber- physical and impact from either domain can easily propagate to the other - 
cyber-physical disturbances must be protected against for improved grid resilience. 
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3. HARMONIE-SPS DESIGN 

In this section, an overview of the HARMONIE-SPS principles, subsequent design, and 
implementation are described. 

3.1. Overview 

For increased grid resilience, we hypothesize that an adaptive and reactive cyber-physical SPS is 
necessary for defending against diverse predictable and unpredictable disturbances, inadvertent or 
malicious. Therefore, we propose a defensive, wide-area SPS that learns system conditions, mitigates 
cyber-physical consequences, and preserves grid operation during both predictable and 
unpredictable disturbances. 

HARMONIE-SPS will: 

1. Detect and defend against cyber attacks that do not fit predefined abnormal conditions by 
using machine learning (ML) classification and anomaly detection algorithms, 

2. incorporate intrusion detection system (IDS) and out-of-band (OOB) data for increased 
situational awareness, and 

3. proactively respond to cyber-physical compromises by deploying distributed control 
algorithms and taking cyber-side actions (e.g., rejecting setting/firmware changes) to reduce 
and/or eliminate system impact. 

An overview of the approach is shown in Figure 1. HARMONIE-SPS will prioritize selectivity, 
speed, and security using ML algorithms to classify system conditions as detailed in the next section. 

 

Figure 1: Overview of HARMONIE-SPS data collection, classification, and response prioritization. 
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3.1.1. Prioritizing Speed, Security, and/or Selectivity 

Utilizing the classification of system conditions, HARMONIE-SPS will decide to prioritize 
selectivity, speed, or security; additionally, a combination could be selected. If a relay within a zone is 
compromised, selectivity will be enabled by deploying the consensus algorithm-based voting scheme 
approach that considers diverse zone relays and OOB data, as detailed in Section 5.3. 

Unlike traditional relay voting schemes that simply compare tripping decisions, the proposed 
consensus algorithm-based voting scheme would account for inter-relay relationships in different 
zones and provide the ability to assign weights depending on the disturbance location and indication 
of specific relay compromise or failure (e.g., assign zero weight to that relay's vote). Thus, selectivity 
can be achieved by ensuring relay status and relationships are incorporated into the voting for high 
confidence in relay actions for the most up-to-date system conditions. 

If detrimental system conditions are observed, speed will be prioritized by taking proactive actions 
such as switching to backup protection schemes to reduce impact propagation and/or deploying 
reduced-order voting scheme to achieve both speed and selectivity. Backup protection schemes 
could compensate for compromised/failed relay zones and provide increased protection to critical 
grid components such as generators and transformers. 

When HARMONIE-SPS prioritizes speed, methods to quickly reduce/eliminate system impact and 
provide the most protection possible are needed. For both selectivity and speed, physical mitigations 
could also be deployed to maintain system operation. This could include distributed control 
approaches that employ power system devices such as distributed flexible AC transmission system 
(D-FACTS) and design their response to limit disturbance impact [15], [16]. Distributed decision-
making algorithms, such as alternating direction method of multipliers (ADMM), could be explored 
as a powerful distributed convex optimization approach for making control decisions between 
distributed devices in response to system disturbances [17]. 

Lastly, security is enhanced with HARMONIE-SPS by 1) taking proactive actions to minimize 
impact propagation, 2) supplying relay data to augment analysis and aid IDSs in identifying the 
disturbance, and 3) providing confidence in tripping decisions with the novel consensus algorithm-
based voting scheme. The proactive actions taken by HARMONIE-SPS include both cyber-side and 
physical-side mitigations. The physical-side mitigations encompass the distributed control 
approaches and switching to backup protection schemes whereas the cyber-side actions could 
include rejecting further firmware/setting changes, communicating relay compromise/malfunction 
to other peer relays, and restoring backup device configuration files. Additionally, if an IDS exists in 
the system, HARMONIE-SPS's findings on abnormal relay behavior (e.g., co-located, different zone 
relay measurements do not match) and classification results can be used to supplement the IDS data 
collection and analysis. 

3.1.2.  Evaluating HARMONIE-SPS 

The high-fidelity cyber-physical emulation environment will be constructed using SCEPTRE™ and 
a real-time digital simulator such as RTDS. SCEPTRE™ is Sandia's industrial control system (ICS) 
modeling platform that enables modeling of different ICS devices (virtual and hardware) such as 
protective relays and programmable logic controllers, network components (e.g., gateways, switches, 
servers), actual ICS communication protocols (e.g., Modbus, DNP3, IEC 61850), and physical end 
processes (e.g., power system simulations) [18]. The RTDS will be used to model the physical end 
process and enable connecting protective relays both virtually and as hardware-in-the-loop (HIL) 
[19]. This emulation environment is discussed in Section 6. 
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In this manner, metrics can be collected to verify if HARMONIE-SPS reduced or eliminated system 
impact from a disturbance, malicious or inadvertent, and that network burden was not worsened 
with the application of HARMONIE-SPS (e.g., increased latency, dropped packets). Malicious 
cyber-physical disturbance scenarios are being developed to reflect a wide range of attacks and based 
on real-world events (e.g., using MITRE ATT&CK framework [20]). 
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4. HARMONIE-SPS CLASSIFICATION FRAMEWORK 

The classification of system conditions for HARMONIE-SPS needed to 1) be able to process 
diverse types of datasets from both cyber and physical domains, 2) classify the system conditions 
into cyber, physical, cyber-physical, or normal events, and 3) have online, real-time capability. The 
next few subsections describe the machine learning framework that was developed to achieve these 
goals. 

4.1. Integrative Modeling of Cyber-Power Data 

One of the primary goals of the HARMONIE-SPS project was to develop a joint model of cyber-
power information using an integrated data framework, enabling downstream prediction of anomalous 
events via machine-learning and other approaches. Although cyber-system and power-system data can 
both be modeled as a time series, developing an appropriate integrative data framework for these two 
data types is challenging, because the two types of data have very different temporal dynamics. 
 
Cyber data is typically represented using a discrete event framework, in which individual packets or 
network flows are sent and received at irregular intervals in time. The discrete event framework is 
appropriate, as a given sender and receiver will typically only interact very sporadically over a specific 
port and protocol, leading to a very sparse interaction over time. Many properties of cyber network 
data are based on unique identifiers with no natural notion of ‘distances’ between identifiers, including 
the sender’s and receiver’s network IP addresses and port numbers, and the protocol over which the 
sender and receiver are communicating.  
 
In contrast, power-system data is typically represented as a continuous time sequence, which naturally 
matches the information collected from a typical power system. Information about voltage, current 
and frequency is commonly sampled from various points in the power system using sensors that 
provide readings on millisecond timescales, resulting in a dense timeseries dataset of near-continuous 
variation. Power-system data can generally be represented as vectors of real-valued numbers having 
natural distance metrics. 
 
Given that both cyber and power data can be represented as time series, we examined the 
“transformer” machine-learning framework using multi-head attention as a basic framework for 
integrating cyber-power information [21]. The transformer framework is a computation-efficient 
method for inferring information from data represented as a sequence, which is a basic data framework 
compatible with both discrete-event cyber data and continuous-time power data. Transformers are 
widely used in natural language processing and other sequence-based machine-learning problems, 
where they have largely superseded recurrent neural networks as state-of-the-art [22]–[24]. 
We implemented a transformer-based neural network for predicting cyber-power disturbance events 
from time-sequence cyber- and power-system data (Figure 2). Cyber-data and power-data were 
embedded into time-sequence vectors and integrated using either graph neural networks or modulated 
linear projections (see sections below). Integrated cyber-power time-sequence vectors were processed 
using a multi-layer transformer [21], [25], the output of which was evaluated by a linear classification 
head to determine the ‘probability’ of either a cyber- or power-disturbance event occurring at any 
point within the input time-sequence. 
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Figure 2: Transformer-based neural network architecture for predicting cyber- and power-
disturbance events. Top: Data obtained from joint cyber-power system emulations is embedded into a 

time series sequence using various methods (see below) and integrated for neural-network analysis using 
a multi-layer transformer network, which is trained to predict the ‘probability’ of either a cyber-disturbance 
or a power-disturbance event occurring within the time sequence. Bottom: Each transformer block in the 

network consists of a multi-head attention sub-block (left), followed by a sub-block of 2 feed-forward linear 
layers with nonlinear activations (right). We used pre-instance-normalization and dropout (p=0.2) before 
each sub-block and used residual connections around each sub-block (indicated by the circled cross) 

[18], [22]. 

 
A major limitation of the transformer framework is that multi-head attention—although computation-

efficient—is memory-inefficient; the naïve implementation requires 𝑂(𝑛2) memory, where n is the 
sequence length. Practically, this limits transformers to processing sequences of length <512 on most 
common graphics processing unit (GPU) hardware. Approaches to address the memory-inefficiency 
of transformer-based neural networks have been proposed, including 1) combining sliding-windows 
with global attention [26], 2) grouping similar datapoints in the sequence together and computing 
multi-head attention only within data-similar groups [27], 3) approximating the large matrix 
multiplications required for multi-head attention using memory-efficient methods [28] and 4) 
randomizing attention mechanisms across long sequences [29]. 
 
In one study, we found that when time-series sequences were long, a sliding-window approach using 
time-local multi-head attention was slightly more accurate at detecting cyber disturbances (0.98 Area 
Under the Curve (AUC) vs 0.95 AUC for randomized attention), whereas randomized attention was 
slightly more accurate at detecting power disturbances (0.87 AUC vs 0.85 AUC for time-local 
attention). Although absolute differences in performance were small (<0.03 AUC), these results may 
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suggest that longer-scale dependencies in time-sequence data may be more important for accurately 
predicting power-system disturbances, compared to disturbances in the cyber-system [30].  
 
In addition to reducing the memory requirements of the transformer framework by modifying the 
multi-head attention mechanism, the transformer’s memory requirement can also be reduced by 
compressing the sequence data to produce a shorter sequence. To investigate this approach, we used 
a partially-overlapping time-window approach that averaged cyber-power data samples over a 1-
second time window to produce a time sequence over ~30 seconds (the same time sequence used in 
our previous study [30]). Specifically, we slid a 1-second averaging window by 0.5-second intervals 
over 32 seconds of cyber-power data capture, producing a sequence of 64 time samples, each averaged 
over 1 second. Data were generated using RTDS emulation of the WSCC 9-bus system under normal 
system operation and 3 different disturbance events: 1) a denial-of-service cyber disturbance, 2) a line-
outage power disturbance, and 3) combined denial-of-service and line-outage disturbances (cyber-
power disturbance). 
 
We trained a 283,292-parameter neural network to predict the presence of a cyber, power or cyber-
power disturbance within each 32-second data capture from the sequence of 64 partially-overlapping 
‘averaged’ time windows. The network consisted of 8 transformer layers, each using a typical residual 
multi-head attention layer with 4 attention heads, followed by a residual sequence of 2 position-wise 
feed-forward layers [21] (see Figure 2). We used latent-space encoding vectors of 64 dimensions for 

both cyber and power data, with instance normalization and dropout (𝑝 = 0.2) before each residual 
path. We did not use bias neurons in multi-head attention or feed-forward layers, and we applied a 
novel activation function after each feed-forward layer, which was calculated as: 
 

𝑦 =  ( 𝑡𝑎𝑛ℎ(𝑥)  +  (0.6 ∗ 𝑥) )  ∗  0.6 
 
This smooth activation (which we called “unbounded-tanh”) is centered at zero, roughly linear with 

slope ~1 when −0.6 <  𝑥 <  0.6, and roughly linear with slope 0.4 when 𝑥 < −2.5 or 𝑥 > 2.5. 
Intuitively, unbounded-tanh mimics the traditional tanh activation function for small input values x 
but produces approximately-constant non-zero gradients as x becomes very large (either positive or 
negative), avoiding the vanishing-gradient problem associated with tanh activation, the gradient of 

which approaches zero as grows < −2.5 or > 2.5 [31]. 
 
The network’s decision layer consisted of a linear projection (without bias) from the flattened 
transformer output to a 2-dimensional vector (after dropout of 0.2), with the first dimension being 
the logit-score for a cyber disturbance event, and the second dimension being the logit-score for a 
power disturbance event. Sigmoid activations were used respectively on the logit scores to calculate 
P(cyber) and P(power) disturbance ‘probabilities’. 
 
We trained the transformer model for 200 epochs using 600 emulated data samples (batch size 64; 58 
samples with cyber-disturbance, 60 with power-disturbance, 38 with both cyber- and power-
disturbance, and 444 with no disturbance) and binary cross-entropy loss, using the AdamW optimizer 

with 𝑏𝑒𝑡𝑎_1 = 0.9 and 𝑏𝑒𝑡𝑎_2 = 0.99 and 𝑤𝑒𝑖𝑔ℎ𝑡_𝑑𝑒𝑐𝑎𝑦 =  0.01 ∗  𝑠𝑞𝑟𝑡(𝑏𝑎𝑡𝑐ℎ_𝑠𝑖𝑧𝑒 /
 𝑑𝑎𝑡𝑎_𝑠𝑎𝑚𝑝𝑙𝑒𝑠 ∗  𝑒𝑝𝑜𝑐ℎ𝑠 ) [32]. We increased the weight of each positive training sample (cyber or 
power disturbance) by the number of negative samples (normal operation) in the training data set 
divided by the number of total positive samples. We used a one-cycle learning rate schedule with a 
maximum learning rate of 0.001, an initial learning rate of 0.04 times the maximum learning rate, and 
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a final learning rate of 0.0001 times the maximum learning rate [33], [34]. We used cosine learning-
rate annealing, and we varied momentum between 0.85 and 0.95 during training (see Figure 3 for 
experiment overview). Model training was replicated 4 times using random stratified splits of the 600 
data samples into 80% training and 20% validation data. Results are presented using validation 
datasets.  
 
To address the relatively small amount of training data, we used both data augmentation [35] and 
adversarial training approaches [36]. Although data augmentation has been widely studied for image 
data, sequence data augmentation has received much less research attention and, to our knowledge, 
data augmentation has not been applied to the cyber- and power-system data examined in this study. 
We developed novel data augmentations based on the RandAugment framework developed for image 
data [35]. Briefly, we developed novel augmentations that randomly permute either the sender and 
receiver (for cyber data) or the PMU source (for power data), as well as a widely-used data 
augmentation that smooths the data labels [37]. For each data sample, we randomly selected 2 data 
augmentations with replacement (including the ‘null’ augmentation that does not alter the data or 
labels) and applied those augmentations before training on the data sample. In the case of the label-
smoothing augmentation, we additionally randomly selected the ‘strength’ of the label smoothing 
(between zero and 0.1) before each augmentation. 
 
For adversarial training, we used a combination of projected gradient descent (PGD, [38]), a 
randomized variant of the fast gradient sign method (FGSM, [39], [40]), a novel approach that 
modifies k/n elements in the time sequence, and a ‘mixin’ adversary that generates linear interpolations 
between two randomly-selected data samples. In addition to taking the sign of the gradients, we 
implemented novel variants of PGD and FGSM that use normalized gradients. For each training 
batch, we selected an adversarial-training algorithm at random and randomly-selected the ‘strength’ of 
the adversarial examples (typically the epsilon-budget) from between zero and 0.2, scaled to the 
maximum value of the data samples. In the case of PGD-based adversaries, we used 16 steps to 
generate each adversarial example. We applied the chosen adversarial algorithm to every sample in the 
training batch and appended the adversarial examples to the original training batch during training. 
Note that adversarial training was applied after data augmentations on each training batch.  

 
Figure 3: Experimental protocol for training cyber-physical disturbance classification network. We 
simulated joint cyber-power systems using SCEPTRE and RTDS under a variety of disturbance scenarios 
(see main text for details). The resulting cyber (green) and power (red) data streams were stored in an 
Elasticsearch database, which was used (along with ‘ground truth’ disturbance labels) to construct a neural-
network training database consisting of 32-second data captures over the course of each simulation. 
Training data were labeled as a cyber-disturbance if a cyber-disturbance event occurred at any time within 



 

25 

the 32-second window (similarly for power-disturbance events). The time-windowed training data and labels 
were used to train a neural network to classify time-windows independently as cyber-disturbances or power-
disturbances (or both; see main text for training details). 

  
We found that, in the case of the WSCC 9-bus system with either denial-of-service cyber-disturbance, 
line-outage power-disturbance, combined cyber-power disturbance or no-disturbance, the 
transformer-based neural network model achieved near-perfect validation accuracy when trained with 
strong data-augmentation and adversarial examples (Figure 4). While these results are encouraging, we 
caution against over-interpreting these positive findings due to the small size of the training dataset 
(600 examples), lack of experimental replication (each simulation experiment was only run once, and 
the network was only trained once), and lack of independent testing dataset. Further experimental 
validation is clearly necessary to investigate the reliability and generalizability of these results. 
 
With these cautions in mind, we found that training our transformer network using data from the 
RTDS-SCEPTRE emulation system produced near-zero false-positive (incorrectly classifying a no-
disturbance data sample as having either cyber- or power-disturbance) and false-negative (incorrectly 
classifying a cyber-disturbance, power-disturbance or cyber-power-disturbance sample as having no-
disturbance) error rates on the validation dataset. By the end of training, we did observe elevated false-
positive and false-negative error rates on the training dataset sample with data augmentation and 
adversarial examples (e.g., 8.9% of training samples without power-disturbance were classified as 
having power-disturbance (power-fp); the cyber-disturbance false-positive rate was 5.8% on training 
samples; power-disturbance false-negative rate was 24.8%, and cyber-disturbance fn rate was 25.5%). 

But error rates on the validation dataset were always <  1𝑒 − 10 (note that validation data were 
sampled without data augmentation or adversarial examples). In this case, we used a 50% probability 
cutoff to calculate false-positive and false-negative error rates (see Figure 4). 
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Figure 4: Transformer neural network produces low false-positive and false-negative rates on 
validation dataset when trained with data augmentation and adversarial examples. We trained a 
transformer-based neural network using emulated data collected over 32-second intervals with cyber-
disturbance (cyb), power-disturbance (pow) or both cyber- and power-disturbance (see main text for 
details). We plot the loss, power-disturbance false-positive and false-negative error rates (powfp, powfn, 
respectively), cyber-disturbance false-positive and false-negative error rates (cybfp, cybfn, respectively) 
and learning rate (dotted line, top) averaged over all data batches in each epoch of training. Blue lines 
indicate training data, and red lines indicate validation data. Coefficients of variation (coef of var) are plotted 
as dotted series but are not visible when they are near-zero. Results are shown for one replicate training 
run; results from other replicates are in Appendix A. 

 
It is interesting to note that the false-positive and false-negative error rates were both roughly balanced 
across cyber-disturbance and power-disturbance events. Data samples with either cyber-disturbance 
or power-disturbance events were misclassified as no-disturbance (a false-negative) roughly 25% of 
the time when data-augmentation and adversarial-examples were used during training. Although the 
false-positive rate for cyber-disturbance events (misclassifying a no-disturbance or power-disturbance 
as a cyber-disturbance) was slightly lower than that of power-disturbance events (5.8% vs 8.9%), the 
difference was relatively small in magnitude, and false-positive error rates were always lower than false-
negative error rates on the training data. We note that modifying the positive-training-sample weights 
during training and/or modifying the probability cutoffs used to classify false-positive and false-
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negative errors is expected to strongly impact these calculations and could be used to fine-tune 
network performance in practice, particularly if independent testing data were available; we leave these 
exercises for future work. 
 

 
Figure 5: After training, transformer model validates with perfect accuracy on cyber- and power-
disturbances. We plot ROC curves for identification of cyber (left) and power (right) disturbances using 

the trained transformer model (see Figure ML03). Results are shown for one replicate training run; results 
from other replicates are in Appendix A. 

 

 
Figure 6: Trained transformer model infers cyber- and power-disturbance events with high 

statistical confidence. We plot the predicted probability (x-axis) of cyber (left) or power (right) 
disturbance event vs the frequency with which events of the indicated predicted probability were correct 
(y-axis). Predicted probabilities were binned every 0.1, and bins with <10 samples were removed. Gray 
bars indicate ‘ideal’ frequentist probability distribution. Results are shown for one replicate training run; 

results from other replicates are in Appendix A. 
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We verified the exceptionally high accuracy of the transformer model under these cyber- and power-
disturbance scenarios after training by calculating receiver operator curve (ROC) curves (Figure 5). As 
expected based on the training results, the transformer model performed ‘perfectly’ on the validation 
data, with all true-positive examples being correctly identified before any false-positives (AUC = 1.0). 
These results were consistent for both cyber- and power-disturbance events (including time windows 
with both cyber- and power-disturbances). 
 

Finally, we used the sigmoid function (𝑦 =  1/(1 + 𝑒𝑥𝑝(−𝑥)) to transform the model’s output logit 
scores into an approximation of the ‘probability’ of either a cyber- or power-disturbance event. Under 
standard ‘frequentist’ expectation, the inferred probability of a disturbance event should match the 
large-sample frequency with which the event occurs over many trials. To test whether the model’s 
inferred probabilities match this expectation, we binned probability scores every 0.1, calculated the 
proportion of validation data samples within each bin that were correct, and plotted the results as a 
histogram (Figure 6). If the model’s inferred probabilities precisely match frequentist expectations, 

approximately 0.95 of the data samples with 0.9 <  𝑝𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 <  1.0 should be correct, ~0.85 of 

samples with 0. 8 <  𝑝𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 <  0.9 should be correct, etc. In our experiment, we found that 
all model inferences had probability equal to 1.0, and all the model’s inferences were correct. While 
this result trivially matches frequentist expectation, unfortunately there was not enough variation in 
the model’s probability output to reliably evaluate. Future experiments using scenarios with more 
challenging data will be required to investigate the frequentist properties of the model’s probability 
outputs. 

4.2. Integrating Cyber-Power Data with Graph Neural Networks 

Both cyber-communication and power-distribution systems can be represented in a computer as a 
network or ‘graph’ consisting of ‘nodes’ connected to one another by ‘edges’. In the case of a cyber 
network, nodes would naturally represent computers connected to the network, with edges 
representing direct physical connections among the networked computers. The power-distribution 
system could similarly be derived by mapping power generation/consumption devices to ‘nodes’ and 
distribution lines/busses to ‘edges’. However, this approach has two primary limitations: 1) it fails to 
capture the mechanism by which power-system data are obtained in practice, and 2) it does not provide 
an integrative mapping between cyber- and power-networks. 
 
To address these issues, we developed an integrated cyber-power network representation using power-
monitoring hardware devices (phasor measurement units or PMUs) as a natural ‘connection’ between 
the cyber-communication and power-distribution systems. In our integrated cyber-power network 
model, we build a graph model of the cyber-communication network, with PMU nodes added to the 
graph and injecting data as edges between each PMU node and the power-system’s control center 
node (Figure 7). 
 
The integrated cyber-power graph model is used as a topology to support ‘message-passing’ data 
integration via a Graph Convolution neural Network (GNN, [41]). Briefly, a GNN uses an iterative 
approach to combine information across nodes(edges) in a graph, given the graph topology. The 
GNN begins with a learned information representation (randomly initialized before training) at each 
node(edge) in the graph topology. At each step in the iteration, data at adjacent nodes(edges) in the 
graph is integrated into the node’s(edge’s) information via a neural network (of arbitrary type and 
complexity). We used 4 GNN iterations in our experiment. After the GNN iterations, each node(edge) 
in the graph contains an updated information representation, incorporating information from 
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nodes(edges) ‘iterations’-steps away, given the network topology (iterations=4 in our case). Finally, we 
used a weighted linear projection to combine information across all nodes(edges) in the graph into an 
embedding vector time-sequence suitable for further processing using a transformer neural-network 
(see Figure 7). 
 

 
 

Figure 7: Graph Neural Network (GNN) approach for integrating cyber and power network data. 
Top: PMUs in the field transmit information about the state of the power network to the control center, 

which is networked with and communicates with other computers in the cyber network. We combine the 
power network (green) and the cyber network (red) topologies into a single integrated graph model 
representation (left). Bottom: The integrated cyber-power graph model is processed using a graph-

convolution neural network (GCN), which iteratively combines information from adjacent nodes (top) or 
edges (bottom) in the graph [38]. Note that, for clarity, we highlight either a single node (top) or edge 

(bottom); in practice, the GNN updates every node/edge in the graph simultaneously. After a specified 
number of GNN iterations, the node (top) and edge (bottom) information is linearly projected to 

embedding vectors (gray/black), which make up a time sequence (orange) that can be processed by a 
transformer neural network (see Figure 2). 

 
One potential advantage of our graph neural network approach is that it provides arbitrary-precision 
time-sequence information; that is, the approach uses a discrete-event model, in which each item in 
the time-sequence has a floating-point timestamp indicating precisely when the item occurred. This 
means that the time-sequence is ‘dense’ and naturally integrates both cyber data (which is naturally 
discrete-event) and power data (which is inherently discrete-time). A potential downside to this 
approach is that the time-sequence data structure can become too large to process using a standard 
multi-head attention transformer on common GPU hardware, necessitating the implementation of a 
multi-head attention ‘approximation’ with lower memory consumption. 
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In our experiments [30], we found that different approaches to multi-head attention (MHA) 
approximation – although performing similarly overall – may require some ‘trade-off’ between 
accurate prediction of cyber-disturbance vs power-disturbance events. Specifically, a sliding-window 
approximation of MHA provided slightly more accurate identification of cyber-disturbance events, 
whereas a random-windowed MHA approximation was slightly more accurate at identifying power-
disturbance events (although differences in AUC were <3%). 

4.3. Integrating Cyber-Power Data with Modulated Linear Projections 

As a potentially complementary approach to the graph-neural-network integration, we also 
investigated a modulated linear projection method for embedding cyber and power data into a shared 
latent vector space. Unlike the GNN approach, modulated linear projections completely ignore the 
network or graph topology of the cyber-power system and implement entirely independent latent-
space projections for cyber and power data streams (Figure 8). For the power-system data, phasor 

data streams from each PMU were averaged over a 1-second sliding-window and stored in an 𝑁𝑥𝑀 

matrix, where 𝑁 is the number of PMUs, and 𝑀 is the dimensionality of the PMU data stream, which 
was 14 in our case (3 phases, voltage and current for each phase, magnitude and angle for each voltage 
or current measurement (=3*2*2=12 dimensions), plus the PMUs frequency and frequency-gradient 

information (=12+2=14 dimensions)). To embed the 𝑁𝑥𝑀 matrix into a vector latent space, we first 

performed a learned linear projection of the 14-dimensional PMU data stream into a 𝐾-dimensional 

latent space (𝐾=64 in our case). Next, we ‘modulated’ the initial linear latent-space projection via a 

second linear projection that applied a unique weight (and bias) vector(s) to each of the 𝑁 PMUs, 

resulting in a final 𝐾-dimensional latent vector representation of each time window. 
 
Embedding the cyber-network data into a vector latent space is slightly more complicated but follows 
the same general procedure as for power-system data (see Figure 6). In the case of cyber data, we 
ignore the network topology and instead capture the number of communication packets sent between 
each ‘source’ and each ‘destination’ node in the network. We watch a number of commonly-used 
network communication protocols and also include ‘unknown’ entries for both computer IP addresses 
and network protocols, allowing us to capture unusual network communication data. For each 1-

second window of packet capture, we store the data in an 𝑁𝑥𝑁𝑥𝑀 3-dimensional tensor, where 𝑁 is 
the number of network nodes (+1 for unknown), and M is the number of watched communication 
protocols (+1 for unknown). Similar to what was done for the power-system data, we first project the 

𝑀-dimensional packet count data into a 𝐾-dimensional latent space using a simple linear neural-

network layer with 𝐾 output units; this generates an 𝑁𝑥𝑁𝑥𝐾 latent-space tensor from the 

𝑁𝑥𝑁𝑥𝑀 input. We next ‘remove’ the ‘destination’ dimension using a linear neural-network layer with 

a single output unit applied to the transposed 𝑁𝑥𝐾𝑥𝑁 matrix, which produces an 𝑁𝑥𝐾 embedding 

matrix. Finally, we remove the ‘source’ dimension using the same approach: 𝑁𝑥𝐾−> 𝐾𝑥𝑁−> 𝐾, 

producing the final 𝐾-dimensional embedding vector for the cyber data. In our experiments, we simply 
concatenated the independent power-data and cyber-data embedding vectors to produce the 
combined cyber-power data embeddings. 
 
This modulated linear projection was efficiently implemented using linear neural-network layers and 

tensor transposition. That is, we first processed the 𝑁𝑥𝑀 PMU-data matrix using a linear neural-

network layer with 𝐾 output units to produce an 𝑁𝑥𝐾 matrix: 𝑁𝑥𝑀−> 𝑙𝑖𝑛𝑒𝑎𝑟−> 𝑁𝑥𝐾. We then 

transposed the 𝑁𝑥𝐾 matrix into a 𝐾𝑥𝑁 matrix and processed this data using a linear neural-network 
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layer with a single output unit to produce an embedding vector of dimension 𝐾 for each 1-second 

time window: 𝑁𝑥𝐾−> 𝐾𝑥𝑁−> 𝐾. 
 

 
Figure 8: Modulated linear projection approach for embedding cyber and power data. Top: We 

ignore network topology and capture each PMU’s data stream (top, green) and communication packets 
sent between each pair of computers on the network (bottom, red). Information is averaged over a 1-
second sliding window. Power and cyber data streams are processed independently using modulated 

linear projections (blue) into latent space vectors at each 1-second window in the time sequence 
(orange). Bottom: We show the modulated linear projection for cyber data (power data projection is 

described in main text and is similar). For each 1-second time window, we count the number of packets 
sent from each ‘source’ node in the network to each possible ‘destination’ along each watched network 
protocol. We project the packet-data tensor dimension into a K-dimensional latent space using a linear 
projection (implemented as a linear neural-network layer). Next, we use a second independent linear 

projection to ‘collapse’ the ‘destination’ dimension to 1, creating a 2-dimensional matrix of 
SOURCExLATENT. Finally, we use a third linear projection to remove the ‘source’ dimension and embed 

the 3-dimensional input tensor into a latent-space vector. 

 
Our modulated linear projection method was derived from StyleGAN, which uses a similar method 
of applying a sequence of learned linear projections to either data or network weights in order to 
project ‘style’ information and control image-generation processes [42], [43], and from depthwise-
separable convolutions, which use a similar dimensionwise-decomposition approach to reduce model 
complexity [44], [45]. To our knowledge, ours is the first application of this technique to latent-space 
embedding of high-rank input data. It is more parameter-efficient than projecting high-rank input 
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tensors directly into vector space using a fully-connected linear layer, while providing some capacity 
to adapt the embedding process differently to each input rank. 
 
One potential advantage of the modulated linear embedding approach is that it allows the length of 
the time sequence to be controlled by changing the time-window size and the amount of time over 
which data is captured. By averaging data over a sliding-time-window, the resulting time-sequence can 
be kept short enough to fit in GPU memory, allowing standard global multi-head attention libraries 
to be used to construct the transformer neural network. A potential downside is that averaging over a 
sliding window inherently loses information, and the sparse nature of cyber-network communication 
packets over time could impact neural-network performance under some scenarios. 
 
Although our preliminary results suggest that this approach may provide highly accurate disturbance 
predictions in some cases (see above), further experiments are required to validate this proposed 
approach. For example, it is unclear how this approach may perform across a much wider variety of 
disturbance scenarios and/or using larger and more realistic cyber-power network simulations. 
Determining the best approaches for integrating the results of ML predictions into operator or 
automated SPSs is also an important area for further research. 
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5. HARMONIE-SPS CYBER-PHYSICAL MITIGATIONS 

For HARMONIE-SPS, a primary focus is to demonstrate the need of having both a suite of cyber 
mitigations and physical mitigations to be able to effectively respond to unpredictable (and 
predictable) disturbances adaptively. The cyber and physical corrective actions we considered were 
not exhaustive of all the different kinds of actions that can be deployed but focused on how both 
can be necessary for certain disturbances. A few novel mitigations were developed, including a 
routing optimization algorithm for network traffic, the automated corrective action and triggering 
condition pairing through autoRAS, and the consensus algorithm-based relating voting. More details 
on these novel mitigations are provided in the remainder of this report. A summary of the corrective 
actions explored during the duration of this project are listed below.  

• Cyber Mitigations 

o Updating firewall rules 

▪ Blocking attacker IPs 

▪ Dropping malicious traffic 

o Developed traffic rerouting optimization algorithm 

• Physical Mitigations 

o Line switching, load shedding, changes to generator setpoint, etc. 

o Developed autoRAS approach that uses Support Vector Machines to automatically 
assign corrective actions to triggering conditions based on clustered violations 

• Cyber-Physical Mitigations 

o Combination of above listed individual mitigations 

o Relay voting that incorporates cybersecurity information (e.g., compromise alert) 

5.1. Cyber-Physical Mitigation Testing within Emulation Environment 

To test the detection of cyber-physical disturbances and mitigation impact, a few different 
experiments were performed in the emulation environment with the WSCC 9-bus system described 
in Section 6.  These experiments are described in Table 1.  
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Table 1: Cyber-Physical Disturbance and Mitigation Experiment Description 

Disturbance 
Class 

Disturbance 
Type 

Disturbance Scenario Mitigation 

Cyber DoS via 
DNP3 

DoS from external attacker; 
compromise host/node 
detected 

Block all attacker communications 
using firewall rules 

Physical Loss of 
Generator 
and Branch 

Loss of generator and branch 
leads to overloading on two 
branches 

Perform load shedding at two 
buses (amounts computed by 
autoRAS) 

Cyber-Physical DoS 
interrupts 
grid controls 

DoS interrupts load shedding 
commands after generator 
and branch losses 

Block all attacker communications 
using firewall rules and allow load 
shedding command to transmit 

 

Each of the disturbances were implemented within the environment with the WSCC 9-bus system 
and each were correctly classified using the HARMONIE-SPS machine learning framework. More 
details on the classification results are provided in Section 4.  

For the cyber disturbance, the mitigation to block attacker communications eliminated the impact 
on the round trip time (RTT) and allowed the communications to resume. This can be seen in 
Figures 9-12. With no DoS, it can be seen that the RTTs are similar with and without the firewall 
rule in Figure 9. Figures 10 and 11 show that the DoS causes a high amount of 6-7ms RTTs; Figure 
12 shows that with the mitigation of the DoS, the RTTs are very similar to the nominal distribution 
and the mitigation is able to restore the system successfully.  

 

Figure 9: Nominal RTTs with no DoS.  
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Figure 10: Nominal RTTs compared to DoS RTTs.  

 

Figure 11: RTTs during DoS with and without mitigation.  

 

Figure 12: RTTs with mitigation. 

 

For the physical disturbance, the loss of generator and branch caused overloading, which impacted 
the system frequency. The load shedding scheme was determined using autoRAS, described in the 
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next section, including the identification of the bus and the amount of load shed. The load shedding 
eliminated the branch overloads and restored the power system, demonstrating the effectiveness of 
the physical mitigation. Finally, for the cyber-physical mitigation, the DoS was mitigated using the 
firewall rules which then enabled the transmission of the load shedding command for mitigating the 
power system consequences. All in all, these experiments demonstrated the effectiveness of having a 
suite of both cyber and physical corrective actions to fully restore the system after disturbances.  

5.2. autoRAS Approach: Automating Assignment of Triggering Conditions 
and Corrective Action Pairs 

Traditional SPS/RAS design currently takes a holistic approach that requires years of experience 
with the operations of a specific system [9]. New RAS are proposed to reliability coordinators 
individually by entities such as transmission owners, generator owners, and distribution providers 
based on their operational experience. Each RAS is modeled and introduced to the system 
individually to address some predetermined contingencies that are known to cause violations of 
reliability or stability standards. To mitigate the potential violations or instabilities, numerous offline 
simulations are repeated on those predefined scenarios to ensure that the candidate remedial action 
is sufficient and does not introduce unintentional risks to the system. The implementation and 
testing of the RAS then involves manually defining the corrective action for a contingency definition 
within the energy management system (EMS) or other simulation software. The parameters 
associated with each scheme, such as the arming conditions, triggering threshold, and the numerical 
values of generation tripping and load shedding, usually do not change during real-time operations 
[8], [9]. 

In addition to the slow design process, the constantly evolving nature of the grid is compelling RAS 
to keep up with the changes. With the increasing penetration of distributed energy resources such as 
solar PV systems and wind farms, grid-edge devices, and the rise of unpredictable disturbances, a 
slow and manual RAS identification design process may not suffice. Also, to mitigate the impacts of 
these unpredictable events as they occur during grid operations, it is important to address the design 
with online timeframes in mind The corrective actions need to be computed fast, within seconds or 
minutes, depending on the type of violation. The power industry is cognizant of these evolving 
needs and hence there are regular assessments of the existing RAS' adequacy and the need for 
upgrades. For instance, in 2018 Hydro One in Canada replaced the RAS at their Bruce substation 
[13]. This increased the functionality to detect and operate for more contingencies and 
configurations, and enhanced system operation. Similarly, the need for and installation of new RAS 
are announced regularly by different entities, as presented in [46]. However, the design process still 
involves repeated, offline simulations. 

Hence, the autoRAS approach was develop that provides a more flexible, computationally efficient 
approach to determine RAS corrective actions. The autoRAS design procedure aims to automatically 
generate triggering condition and corrective action pairs based on the identified need for new RAS 
creation. Statistical and functional characteristics summarized from RAS implemented in real power 
systems are utilized as a reference to guide the design parameters; sensitivity factors are also used to 
quickly design corrective actions for severe contingencies [47]. This automated RAS designed 
procedure is summarized in Figure 13. 
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Figure 13: autoRAS approach leveraging system sensitivities to automate the assignment of 
triggering condition and corrective action pairs [46]. 

 

Further details and results demonstrating the use of the autoRAS approach with various use-cases 
are provided in [46], [48].  

To extend the pairing of triggering conditions and corrective action pairs, the goal is to link the 
HARMONIE-SPS event classification to identify when a triggering condition has been encountered. 
An approach was developed to cluster (using hierarchical clustering algorithm) violation elements 
resulting from contingency analysis applied to a use-case -- the WSCC 9-bus system (22, 000 
scenarios were generated and a subset was sampled). The violations within the same cluster can then 
be addressed with one corrective action, as identified using a support vector machine (SVM) 
approach. An example of this implementation is shown in Figure 14 and 15. Ultimately, the outputs 
of the SVM will be inputted into the GNN and RNN framework to confirm the corrective action in 
future iterations of HARMONIE-SPS.  Foundational work for this adaptation is described in 
Appendix B.  
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This work is currently focusing on the physical power system but can be extended to the cyber 
domain as well in future work (e.g., network triggering conditions and corrective actions such as 
rerouting packets, restoring default device configuration). 

 

Figure 14: Diagram of autoRAS condition setting process. 

 

 

Figure 15: Diagram of autoRAS corrective action creation process. 
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5.3. Consensus Algorithm-Based Relay Voting (CARV) Scheme 

To achieve selectivity and security in the HARMONIE-SPS approach, we developed a next-
generation relay voting scheme leveraging consensus algorithms. The consensus algorithm-based 
relay voting (CARV) scheme extends traditional 2-out-of-3 voting schemes to a distributed system 
and aims to achieve consensus on system state and voting on response actions.  

With the integral role of protection schemes in grid reliability, it is important for relays to operate 
correctly when they do take action (e.g., opening/closing breakers). Voting schemes can be used to 
compare trip decisions from different relays, for the same measurements, and to apply logic, such as 
two-out-of-three, to determine the final trip decision. In this manner, confidence in the trip action 
can be achieved and redundancy is obtained with the usage of multiple relays. The relays can be 
connected in series or parallel, depending on the logic used for the final trip decision [49]. This type 
of relay implementation is most commonly seen in transmission systems, where redundancy for 
reliability purposes is paramount. The placement, amount of redundancy, and addition of advanced 
features, such as communications-enabled relays, can vary depending on deployment within 
transmission systems versus distribution systems versus microgrids.  

One method commonly utilized to improve the reliability of important components in a system is to 
use voting schemes. In such a configuration, the device in question is duplicated and several 
identical copies utilized to perform the same operations. This comes in several configurations, such 
as 2 out of 3 (2oo3), 2 out of 4 (2oo4), or other varieties. The output of each individual component 
is then wired together to vote on the outcome. This setup improves the reliability of the system 
overall by ensuring that the failure of a single component does not affect the performance of the 
system overall, and so is used in a variety of applications that require fault tolerant systems. 

In more concrete terms, the probability of failure for the system is reduced by redundant 
connections. For instance, for the 2oo3 configuration system failure requires 2 components to fail in 
order to have the system fail as a whole. In this instance, these components are setup as parallel  As 
an example, if the failure probability of a component at certain time is 0.02, then the probability of 
system failure is now 0.0004 since it requires 2 components to fail simultaneously. This is highly 
dependent on system configuration and assumes failure events would be mutually independent, 
which is not always the case. 

However, for a cyber-physical electric grid where resilience is key due to the rise of cyber attacks and 
cascading impact of disturbances such as extreme weather and equipment failure from grid-edge 
systems, it is important to have an adaptive and resilient voting scheme. Additionally, we are 
interested in transmission system protective relays for use within an adaptive, online real-time SPS 
for automated response.  

To develop a next-generation relay voting scheme, we leveraged consensus algorithms to 
incorporate inter-relay relationships and out-of-band data to better protect the power system as a 
whole [50]. Distributed calculation of system values, such as with distributed averaging, can be 
utilized to provide information that relays can check each other’s values and ensure that overall an 
entire group of relays is reaching agreement on the state of the power system. Furthermore, by 
incorporating knowledge about byzantine faults in distributed computing, we can develop new 
voting scheme algorithms for relays to use to agree on protective actions to take following various 
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protection schemes, such as under frequency load shedding. By adding in this type of design into the 
system, relays are able to check and verify each other’s actions, and alert when other relays in the 
voting scheme fail to operate correctly. This allows for faster detection of mitigation of failures and 
potential security issues. 

5.3.1. CARV Design 

An important design parameter for the CARV scheme described here is the configuration of the 
relay voting groups. In large bulk power systems, scalability is important for this scheme to be able 
to be broken down into smaller pieces that work together to implement the main portions of 
reaching consensus on system state and on remedial action conditions. These groups of relays may 
still pass information across groups, but at a much lower rate. This helps to ensure that the 
communications overhead from the relay voting is minimized and remains feasible. 

In order to determine how the relay groups are configured and which relays belong in which group, 
as well as the ideal size for each group, there are multiple considerations to take. The first 
consideration has to do with the resilience of the overall system and how many relays can be 
permitted to fail without affecting the overall result of the consensus algorithm. For a desired 

number of failures 𝑓 to be resilient to, the minimum voting group size is 𝑛 =  2𝑓 +  1. This 

ensures that even with 𝑓 relay byzantine failures, a majority of the relays will still be able to reach 
agreement on the correct solution for the group result overall. 

This does not yet include other concerns for the group configurations, such as available 
infrastructure and network configuration, requirements for an individual RAS scheme, including but 
not limited to minimum latency requirements for the intragroup communications and relay locations 
for control of the remedial actions to be taken. Many of these requirements are dependent on the 
individual RAS scheme being implemented and the characteristics of the underlying power system, 
so we will briefly describe these considerations in our use case in this report and will present results 
on the communications overhead from implementing this relay voting scheme but will leave more 
complete analysis of timing considerations for voting group configurations to later work. 

Note that even though the bulk of the relay communications required by this scheme is within each 
voting group, inter-group communications might sometimes be required. This will generally involve 
each voting group within a larger system sharing the group consensus results with other relay groups 
in order that the entire system can pass information concerning the RAS to all the relays in the 
system, even if a voting group does not contain members which are in the appropriate locations to 
measure certain system state values. This step is separate from voting within the group, but it 
remains important to ensure that it does not introduce a common mode failure point for the relay 
voting scheme at large. This can be done using random communications between groups for 
information about the global system state that needs to be shared and can be implemented by having 
a relay either query a random relay in another voting group or setup to have relays broadcast their 
current values to be shared to a random relay. Either of these implementations results in a random 
graph between voting groups, which can be shown to be convergent to consensus as long as each 
node is strongly connected  

There is a trade-off here between speed and reliability of the voting system versus the amount of 
communications required. By including the ability to make voting groups subsets of the entire 
system, this algorithm can be tailored for each RAS implemented in the power system and to the 
existing infrastructure. Furthermore, this type of voting algorithm can be scaled for larger systems 
such as would be seen in real world applications.  
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Furthermore, a timeout functionality is included to ensure that each individual relay does not 
perform another inter-group query until others have had a round, ensuring that a compromised relay 
cannot do multiple fake reports in quick succession in a group without being flagged for non-
compliance by the other relays in the voting group. This ensures that the data being reported will be 
accurate as long as a majority of the relays are working, which is a pre-existing requirement and so 
the resilience of the system is not reduced by these inter-group communications.  

5.3.2. Distributed Calculation 

An important step to implementat any RAS is to ensure that required up-to-date information about 
the system state for arming and triggering conditions is passed to the right location. If this is not 
done correctly, or the information cannot be trusted, then the RAS may fail unexpectedly. For this 
reason, a step is included in this relay voting scheme for the distributed calculation of important 
system values, including options for both system parameters and for measured system state values.  

This is done in each relay voting group by having the relays work to reach agreement using matrix-
weighted consensus algorithms for distributed calculation of system measurements, parameters, or 
other values of interest. This allows the relays in the system to share knowledge and check that 
values being reported are reasonable. If an individual relay is reporting values well outside the 
consensus result, there is sometimes the possibility of that being flagged at this step in the algorithm. 
That is however highly dependent on the characteristics of the underlying power system and 
location dependent dynamics and considerations. For instance, in an exemplar use-case, the variable 
used for the RAS is system load in two control areas, which can only be measured by calculating 
load at each individual bus in the system. These values are highly dependent on location, with only a 
few buses actually connected to loads, so there is a high variability in the values reported by each 
relay and detecting relay failure from discrepancies in reported values is not possible. In other cases, 
such as if we were utilizing power flow or voltage measurements, such an analysis for detection of 
anomalous behavior would be possible and can be included. 

To compute a consensus value for the relay voting group, algorithms such as distributed averaging 
can be utilized. There are two variations of interest, for averaging of initial values, such as for system 
parameters, or for computing running averages for dynamic state variables that are measured and 
change over time. These two versions of distributed averaging can be written as: 

𝑥[𝑘 + 1]  =  𝐴𝑥[𝑘]   (Eq. 1) 

𝑥[𝑘 + 1]  =  𝐴(𝑝 𝑥[𝑘]  + (1 − 𝑝)𝑦[𝑘])   (Eq. 2) 

where 𝑦[𝑘] is the sensor values at time 𝑘, and 𝑥[𝑘] are the consensus values for each relay, the 

matrix 𝐴 is the adjacency matrix for the consensus algorithm and 𝑝 is an averaging factor. In the 
case of averaging a set of values that is set initially, only Eq. 1 is needed. For instances where new 
measurements are included periodically, Eq. 2 will be needed instead. In this work, we will utilize 

Eq. 2 and will examine the choices for 𝐴 and 𝑝 when discussing use-case results. 

A more complete description of utilizing these two variations of distributed averaging within this 
relay voting scheme is included in the initial development of the algorithm in [50], as well as analysis 
of results and their differences. It will depend on the needs of a specific RAS which consensus 
algorithm is required, or if another distributed calculation is needed. Note that if another type of 
calculation besides averaging is required for a RAS implementation, it is important that the 
calculation of values be performed in a distributed manner with each relay working independently or 
else the resilience benefits of utilizing this relay voting scheme will be compromised. 
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To minimize communications overhead, relays are split into groups with a distinct separation in 
communications within the group and between the groups. Intra-group communications are 
broadcast, while inter-group communications are configured to be sent to random relays in other 
groups. This can be thought of as examples of fixed network consensus algorithms for 
communications within a voting group, and random network consensus for inter-group 
communications. Further details and requirements for this formulation can be found in our full, 
submitted journal paper [51]. 

5.3.3. Relay Voting 

The second portion of the scheme is the voting scheme itself, which ensures that each relay is not 
only able to vote on whether conditions warrant remedial actions but will know the result of the 
voting. Because of this, failures of relays to communicate with their peers or to implement remedial 
actions can be detected by those peers and alerts created that something is wrong. This allows not 
only for the distributed detection of relay failures but also creates opportunities for secondary 
remedial actions to be implemented. With the ability to take remedial actions even if individual relays 
fail, the resilience of the power system is enhanced and it becomes more difficult to create 
hazardous conditions. Note that a central part of this paradigm is that the relays are operating 
independently and there is no central point of failure, but they are engineered to cooperate to meet 
the system protection goals.  

This is incorporated by utilizing the Practical BFT algorithm (PBFT), developed in [52], and the 
Robust BFT (RBFT) algorithm, developed in [53], to define the process by which relays 
communicate to their peers on whether a RAS should be armed and/or triggered. Note that the 
specific algorithm steps used in our approach generally follow the format as laid out in PBFT but is 
slightly modified to better match the requirements of a relay voting scheme with requirements based 
on which relays can take part in mitigations. Since there are specific limitations based on the 
locations of individual relays, the constraints of the power system topology need to be built into the 
overall approach. Similarly, it is important to ensure that no individual relay can become a common 
point of failure, which is why we also draw from the RBFT variant of the Byzantine Fault Tolerant 
algorithm. 

There are no clients in our approach, as instead the relays create requests for voting rounds based on 
local conditions and protection scheme requirements, or at predetermined intervals. This “primary” 
relay(s) in this configuration is the relay that is responsible for performing the remedial action, while 
secondary and tertiary relays can be defined as well for relays that can perform additional mitigations 
if needed. 

This entire process can be seen in Algorithm 1 pictured in Figure 16. 



 

43 

 

Figure 16: Relay voting process with BFT. 

 

The primary relay will wait until it gets 𝑓 + 1 replies, where 𝑓 is the max number of allowable node 
failures for a correct response from a voting round. In other words, this relay waits for a majority of 
relays in the voting group to send their outcome results and will utilize the majority answer. Any 
discrepancies can be flagged and reported as an alarm or indicator that a relay requires maintenance 
or could be compromised. Similarly, if a relay does not respond in a timely manner to a voting 
round, it could be flagged as unresponsive. 

To ensure that individual relays are not able to cause the failure of the entire RAS, secondary and 
tertiary protective actions can be programmed into the system. Similarly, PBFT suffers from 
possible failure if the primary node in the system misbehaves and does not order voting rounds. To 
mitigate this issue, we borrow ideas from RBFT and do not specific a primary relay for voting 
rounds in the algorithm. Instead, we include two separate mechanisms for relays to vote on whether 
to arm or trigger a remedial action. First, relays will have voting rounds scheduled periodically at 
regular intervals, but also any relay can initiate a voting round as well. 

Instead of utilizing primary nodes for initiating requests for voting rounds, the CARV algorithm 
splits relays into primary, secondary, and tertiary relays based on their location and their role in the 
RAS. This allows the RAS to include additional mitigations beyond the main responses in case 
important relays fail or do not react correctly. Note, this listing of relays does not affect how the 
relays communicate in the voting rounds at all and is purely an aspect of the RAS design and the 
power system infrastructure. 

If the relays in a voting group detect that a relay is not responding or is not calculating correct values 
for the consensus algorithm, that relay will be flagged by the other relays in the group. This may 
include sending alerts to a control center and moving to secondary or tertiary mitigations if that relay 
is involved in the primary RAS response. One mechanism that the relays in the consensus algorithm 
utilize for detection is thresholding of the consensus values, as described further in [51]. The results 
in Section 7.3 will show how this impacts the consensus algorithm using the WSCC 9-bus system 
use-case. The overall CARV process is summarized in Figure 17.  
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Figure 17: Overall CARV process. 

5.4. Adaptive Routing Optimization Algorithm  

To mitigate the undetectable threats, prevent the attack propagation, and improve the resilience of 
the system operation, an adaptive routing algorithm is developed to actively optimize the routing 
path of the communication system, based on the feedback from a state estimator (SE). The 
algorithm is leveraging the inter-substation-level cyber topology, along with the SE residues, to 
intelligently adjust the settings of controllable network components, i.e., routers and SDN switches, 
to reroute the traffic in real-time. The residues from the SE are first clustered based on the source, 
and then normalized and assigned as edge weights according to the original directed routing graph. 
A modified network simplex algorithm is developed to not only takes the edge weights (normalized 
residues and latency) into account, but also consider the bandwidth limit for each link. 

To validate the algorithm, we initially tested in the WSCC 9-bus system with single-point false data 
injection attack, and then upscaled to the IEEE 39-bus system with single-point and multi-point 
attacks. By comparing the average state estimation residues between applying the proposed 
algorithm and the conventional shortest distance path (SDP) based schemes, it is very clear in Figure 
18 that the proposed method could effectively isolate the threat and stop the harmful lateral 
movement at very early stage, as long as it caused any observable fluctuations on the SE residues.  
These results are detailed in Section 7.2 with the FDI attack scenario. 
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Figure 18: SE residues with and without adaptive routing for single-point and multi-point FDI. 
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6. TRAINING AND TESTING IN EMULATION 

To test the HARMONIE-SPS approach, include the classification of different system disturbances 
and deployment of corrective actions, it is important to have an interactive environment where we 
can model various disturbances and collect and monitor real-time cyber-physical data streams. 

6.1. Texas A&M University RESLab Environment  

The TAMU RESLab testbed, visualized in Figure 19, is a high-fidelity interactive cyber-physical co-
simulation platform with hardware-in-the-loop capability [54], [55]. It is leveraging Common Open 
Research Emulator (CORE) for network emulation, PowerWorld Dynamic Studio for 
electromechanical transient simulation, and Hierarchical Engine for Large-scale Infrastructure Co-
Simulation (HELICS) for real-time data synchronization. On top of its federated simulation 
infrastructure simulating the inter-coupled cyber and physical systems,  a control system layer also 
co-exists, to support the operation of the simulated grid. A SCADA prototype system, including 
RTU and PMUs, and EMS functions, like state estimation, automatic generation control, 
contingency analysis, voltage stability analysis, etc., are integrated in the control system layer. The 
whole testbed is interactive and could be running in the real-time mode. Physical devices 
(generators, transformers, loads, etc.) and cyber devices (routers, switches, firewalls, etc.) can be 
adjusted on-the-fly. 

 

Figure 19: RESLab cyber-physical testbed overview. 

 
The TAMU testbed has been used to provide physical measurements and network data from various 
cyber-physical scenarios (natural (e.g., extreme weather) contingencies, cyber contingencies, and 
cyber-physical events) for the HARMONIE project. Analog phasor measurements, including 
voltages and currents, along with network packets and traffic data, were captured in the testbed and 
then passing to the detection algorithm for learning and inference purposes. Several cyber and 
cyber-physical contingencies, including denial of service attack, time delay attack, false command 
injection attack, false data injection attack were simulated in the testbed to provide credible and 
reproducible data for the HARMONIE-SPS project. 

6.2. Synthetic Cyber Topology Generation Tool 

When developing cyber-physical emulation environments, a challenge we commonly face is the lack 
of benchmark cyber system topologies. For example, there exists various IEEE benchmark cases for 
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power systems that are used across industry and academia. However, those power system models do 
not have associated communication network designs. We needed to develop realistic cyber 
topologies to pair with power system benchmark cases (e.g., WSCC 9-bus, IEEE 39-bus).  
 
Thus, we developed synthetic inter-substation cyber networks that match real industrial cyber 
networks with respect to cyber-physical intercoupling, graph characteristics, and network properties. 
A three-stage algorithm was proposed to effectively and efficiently construct a realistic underlying 
cyber network for any given transmission network models, leveraging mixed-integer programming, 
heuristics exploration, and graph theory. The first stage is to generate a sequence of degree which 
not only has the prescribed degree distribution, but also satisfy all the constraints of a connected 
graph [56]. For instance, the Havel-Hakimi inequality constraint needs to be satisfied to ensure that 
the sequence is capable to generate a simple and connected graph. The second stage is to generate 
the connected graph using the given degree sequence. Configuration model is used to generate a 
simple graph that matches the degree sequence, then edge swap technique is utilized to connect each 
isolated subgraphs without changing the node degree. An epsilon-greedy algorithm is developed to 
shuffle the edges so that the graph properties can be iteratively getting closer to the desired values. 
The pseudo code is shown as below: 

 
The last stage is to assign the different node types (substation and generation station) and the edge 
types (microwave, PLC, fiber, leased and low-capacity radio) by leveraging the mixed integer 
programming, so that the generated network is tightly close to the real network from both 
homogeneous and heterogeneous graph perspectives, as shown in Figure 20 and Figure 21. The 
resulting cyber topologies for the WSCC 9-bus and IEEE 39-bus systems are provided in Section 
6.3 and 7.2. 
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Figure 20: Transition from reference to generated model based on homogeneous topological 
properties. 

 

Figure 21: Transition from reference to generated model based on heterogeneous tolological 
properties. 

6.3. RTDS and SCEPTRE™ Emulation Environment 

A high-fidelity cyber-physical emulation environment was constructed using SCEPTRE™ and a 
real-time digital simulator RTDS. SCEPTRE™ is a Sandia technology that enables implementation 
of different ICS communication protocols such as DNP3 and Modbus [18]. We are interested in 
collecting data from the power system at different sampling rates due to non-contingency (low-
sampling) and contingency events (high-sampling). The RTDS is able to stream C37.118 data that is 
collected in virtual phasor data concentrator (PDC) database; this database is then tapped into by 
SCEPTRE™ to update changes to the communication network and ICS devices [19]. The 
representative communication network was developed using the synthetic cyber network tool 
described earlier.  
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The emulation enables modeling and testing of cyber-physical disturbances and the ability to extract 
high-fidelity data from both the cyber and physical systems. Furthermore, this data can be used to 
train and test the machine learning framework's ability to classify system conditions and deploy 
suitable cyber-physical corrective actions. We also incorporated hardware-in-the-loop (HIL) 
equipment such as digital relays (i.e., SEL 451, SEL 421) into the environment and tested the CARV 
scheme. Additional details about the emulation construction and initial testing can be found in [57]. 
 
Example use-cases and associated environment architecture are presented next. Figure 22 shows an 
example emulation architecture with the WSCC 9-bus system and a SEL-451 relay as HIL. Figure 23 
shows the emulation networking diagram associated with the WSCC 9-bus system. The overall 
cyber-physical system mapping is shown in Figure 24 with a cyber topology generated with the 
synthetic tool discussed earlier in the report.  
 

 
Figure 22: Exemplar emulation architecture for WSCC 9-bus system. 



 

50 

 
Figure 23: Networking diagram of WSCC 9-bus system. 

 

 
Figure 24: Overall mapping of WSCC 9-bus system cyber-physical emulation environment. 
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6.3.1. Emulation Tools, Databases, and Visualizations 

The RTDS and SCEPTRE™ emulation environment utilized a few different tools to support 
experimentation, visualization, and data collection. The next few subsections describe these tools 
and their uses.  

6.3.1.1. ADROC  

ADROC (ADvancing Resilience Of Control systems) is a LDRD project (PI: J. Thorpe) that is 
developing a cyber threat modeling and resilience experimentation platform for characterization and 
quantification of cyber vulnerabilities and risks. The ADROC platform uses multiple levels of 
fidelity for system and threat modeling in order to achieve a more efficient analysis (both cyber and 
physical). Low-fidelity math models are used to down-select scenarios to those of higher interest, 
and high-fidelity emulation is applied to model these high-interest scenarios in a way that can be 
more deeply understood and quantified.  

With ADROC’s ability to orchestrate these different experiments, the HARMONIE-SPS team 
collaborated with the ADROC team to assess the CARV scheme and 1) investigate the effectiveness 
of different configurations of CARV vs. no CARV and 2) investigate the robustness of the “best” 
CARV configuration against DoS attack variations. The scenario flow is visualized in Figure 25 
where injects are used to determine if CARV and/or CALDERA starts. CALDERA is a is a 
cybersecurity framework developed by MITRE provides automated adversary emulation capabilities 
as well as other automated security assessments [58]. A DoS attack scenario during the operation of 
a load shedding scheme was planned for evaluating CARV. Cyber (network) and physical (voltage) 
data was to be collected to assess deviations between baseline and attack scenario data streams; for 
the attack scenario data streams, metrics would be outputted for the different CARV configurations.  

 

Figure 25: Scenario flow for ADROC and CARV experiments. 
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Due to time constraints, the ADROC and HARMONIE teams were not able to complete the 
experimentation but were able to integrate the ADROC topology with the WSCC 9-bus emulation 
built within the RTDS and SCEPTRE™ environment. This included the ability to collect cyber-
physical data from the emulation, ensuring ADROC worked with an environment with a HIL relay 
(the SEL 421).  A series of experiments were also designed to best evaluate CARV in the DoS attack 
scenario, which would have provided comprehensive metrics for its performance and informed the 
most effective, “best” configuration for this use-case. 

All in all, although the experiments were not run, the design and integration work that was 
performed was very useful and will be continued in future iterations of ADROC and HARMONIE 
research. The mitigation-focused analysis using ADROC will not only aid HARMONIE research 
but related and new projects starting in FY23 (RES MC griDNA and EHS InterGraph-CPS LDRD 
projects); the teams are exploring avenues for this continued collaboration currently. Furthermore, 
this type of analysis can be extended to evaluate a suite of corrective actions, especially if multiple 
are deployed to combat a multi-hazard event (e.g., cyber attack during extreme weather event). The 
ability to extract metrics and compare baseline/attack data streams is essential for assessing adaptive 
mitigations. Lastly, this comparison can also be used as an out-of-band check for the HARMONIE-
SPS machine learning framework and its ability to detect different abnormalities in cyber-physical 
data streams. 

6.3.1.2. Elastic Stack Implementation 

Elasticsearch is a search engine that supports distributed architecture and is developed alongside the 
data collection and log-parsing engine Logstash, analytics and visualization platform Kibana, and 
data shippers Beats; overall, as an integrated solution this is called the Elastic Stack [59]. In the 
HARMONIE-SPS RTDS and SCEPTRE™ emulation environment, the Elastic Stack was used to 
collect the cyber-physical data for baseline, attack scenario, and mitigation deployment; this data was 
then used by the machine learning framework to classify the system conditions. An example 
visualization from the environment using Kibana is shown in Figure 26.  

 

Figure 26: Example Kibana visualization of cyber-physical data from emulation. 
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7. EMULATION EXPERIMENT RESULTS 

The HARMONIE-SPS methodology was tested in a few different environments with two different 
use-cases throughout its development. The environments include Texas A&M University’s RESLab 
and RTDS and SCEPTRE™ emulation as described earlier in the report. The use-cases are the 
WSCC 9-bus system and IEEE 39-bus system. The next few sections detail the results and insights 
learned from the experiments. 

7.1. WSCC 9-Bus System Use-Case 

To test the initial HARMONIE-SPS machine learning formulation, we utilized the TAMU RESLab 
environment with the WSCC 9-bus system and associated synthetic cyber topology, pictured in 
Figure 24. Additionally, ML results with the WSCC 9-bus modeled within our RTDS and 
SCEPTRE™ emulation are presented in Section 4. At a high level, the machine learning approach 
converts incoming data (cyber data or physical data) into a graph of interconnected nodes, where 
each edge is a flow of information with an associated timestamp. After the whole capture is split into 
subgraphs using 24-second sliding windows, the algorithm relies upon two deep learning 
architectures to obtain an overall representation of the system state in each window:  

• A Graph Convolutional Neural Network (GNN), which applies deep learning to the 
structure of interconnected nodes in the subgraph, and 

• A Recurrent Neural Network (RNN), which applies deep learning to the temporal ordering 
of the edges in the subgraph. 

Using the GNN and RNN in tandem would theoretically allow for representing the changing system 
state over time with the RNN while understanding the connectivity of the cyber or physical network 
with the GNN, especially in complex networks. First, the GNN operates by passing four rounds of 
messages between edges, and the resulting edge vectors are passed to the RNN to encode temporal 
information. 
 
To assess the classification of different system conditions within a cyber-physical grid system, we 
add a classification layer onto the network that predicts two binary labels: whether a cyber 
disturbance is occurring and whether a physical disturbance is occurring. This combination of two 
binary labels allows our model to categorize the system state into four categories:  

1. Normal operations 
2. Cyber-only disturbances 
3. Physical-only disturbances 
4. Cyber -physical disturbances 

7.1.1. Initial Classification Results 

Four different disturbance scenarios were modeled within the TAMU RESLab environment using 
the WSCC 9-bus use case. They included a mix of cyber-only, physical-only, and cyber-physical 
events. 

1. Denial of service (cyber-only) 
2. Single line-to-ground fault (physical-only) 
3. Tripping command injection (cyber-physical)  
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4. Time-delay attack (cyber-physical) 

A total of 50 network and physical data captures of various 2-minute scenarios of each of the listed 
disturbances were used to test the machine learning approach. For the experiments, we partitioned 
all scenarios into 30 for training, 10 for validation and model selection, and 10 for testing. These 
were then split into their respective sliding windows. 
 
We ran experiments varying the size of the training data and comparing the results when using a 
model that has already been pretrained using some basic predefined perturbations versus a model 
that had not been pre-trained. Table 2 contains the results of these experiments for training with 900 
windows (30 scenarios) and with 100 windows (rv3.3 scenarios). We used the area under the receiver 
operator curve (AUC) as our metric because it identifies how well a model's predictions split the two 
classes apart and does not require a predefined threshold to convert real-valued confidence scores 
into a discrete class prediction. 
 

Table 2: Preliminary results for HARMONIE-SPS ML model (cyber anomaly AUC / physical 
anomaly AUC) 

 

From these results, we can see that using the full training data, our model can differentiate between 
disturbances and normal behavior. We also hypothesize that the pretraining step either adds nothing 
to or even mildly hinders the performance of the model, especially when identifying cyber 
anomalies. We attribute this to a domain shift between the inputs during the pretraining step, where 
perturbed graphs are given to the model, and the training step, where unmodified graphs are given 
to the model. That is, our current approach is closer to transfer learning than pretraining. We also 
provide a confusion matrix for the best model (using all 900 training windows with no pretraining) 
in Figure 27. 
 

 
Figure 27: Confusion matrices for identifying cyber and physical disturbances on the test data 
using a threshold of 0.5. Matthew's correlation coefficient (MCC) is used to assess the quality of 
the predictions. Rows correspond to actual classes and columns correspond to predicted 
classes. 

https://ieeexplore.ieee.org/mediastore_new/IEEE/content/media/9611370/9611784/9611801/9611801-table-1-source-large.gif
https://ieeexplore.ieee.org/mediastore_new/IEEE/content/media/9611370/9611784/9611801/9611801-table-1-source-large.gif
https://ieeexplore.ieee.org/mediastore_new/IEEE/content/media/9611370/9611784/9611801/9611801-table-1-source-large.gif
https://ieeexplore.ieee.org/mediastore_new/IEEE/content/media/9611370/9611784/9611801/9611801-table-1-source-large.gif
https://ieeexplore.ieee.org/mediastore_new/IEEE/content/media/9611370/9611784/9611801/9611801-table-1-source-large.gif
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In Figure 28, we use our best model (trained on all 30 scenarios with no pretraining) to plot the 
predicted anomaly scores for each scenario in the test set. Since our approach uses 24-second sliding 
windows, all windows ending between 00:00:59 and 00:01:23 will contain the disturbance which 
occurs at 00:00:59 (blue vertical line). Note that some scenarios have cyber disturbances only in the 
middle of the capture, which is why some cyber anomaly scores drop to nearly 0 after 00:01:24. 
In these plots, we see that our deep learning approach can roughly identify when a disturbance 
occurs and whether the disturbance is in the cyber, physical, or a cyber-physical event. Further 
context and details of these results can be found in [60]. 
 

 
Figure 28: Reported anomaly scores over time for the 10 test scenarios. A value of 1 indicates 
confidence in an anomaly and a value of 0 indicates the confidence of normal operations. Left: 

cyber anomaly score. Right: physical anomaly score. 

7.1.2. Graph Neural Network and Transformer Model Testing 

After initial testing with the GNN and RNN, we also explored the inclusion of transformer models 
to resolve sequential and temporal differences in the cyber and physical datasets. Traditionally, a 
recurrent neural network such as a Long Short Term Memory (LSTM) [61] or Gated Recurrent Unit 
(GRU) [62]would be employed for neural processing of sequential data. In recent years, however, 
the Transformer model [21] has been shown to yield superior performance on most tasks, especially 
in the natural language processing domain, which deals primarily with long sequences of input. The 
Transformer architecture has also been successfully applied to physical systems [63]. 

We explored different implementation techniques of the Transformer architecture in [60]and 
performed several experiments to test the GNN and Transformer model efficacy for processing and 
classifying cyber-physical events. We leveraged the TAMU RESLab WSCC 9-bus use-case and 
tested DoS attack, false command injection (FCI) attacks, time delay (TD) attacks, and contingencies 
such as single-line-to-ground faults. Ultimately, we had 50 total scenarios, most of which contained 
cyber disturbances, physical disturbances, or both. Each scenario is roughly two minutes long with 
the disturbance (if present) happening at the one-minute mark. To allow our machine learning 
system to isolate rough temporal regions where disturbances happen, we treat each two minute 
capture as a training, validation, or test example and split it into over-lapping 30-second time 
windows. 

To test the efficacy of our method, we trained 20 versions of the model on various slices of data. 
Only 50 scenarios were available to us, so to make the most of this small dataset we report all our 
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results using cross validation. We split our data into five random folds, each with ten scenarios. 
Since scenarios are further broken down into overlapping sliding windows, each window will not be 
independent from some others within the same scenario, so all sliding windows from the same 
scenario were placed into the same fold. 

After this, we train independent models for each fold, withholding that ten-scenario test fold for 
evaluation. Within the four remaining training folds, we reserved one as the validation set for model 
selection, choosing the model which performed best on this validation fold. In summary, of the five 
folds, we assigned one as the test fold, one as the validation fold, and the remaining three as the 
training folds. In all of our experiments, one model was trained for each of these settings for a total 
of 20 distinct models. 

To further reduce the high variance of our models incurred by training on such a small dataset, we 
elect to use bagging to combine multiple models into one. Specifically, we average the output of 
each of the four models trained on each test fold. The result is five aggregate models, one per test 
fold, each consisting of four models, one per validation fold. To reduce variance further, we ran 
each sliding window through the model four times, each time resampling which edges are kept in the 
Rationale Neural Network layer. The outputs predictions of all four runs are averaged to create the 
overall prediction for that sliding window. (Due to this innate randomness, these metrics are 
approximate and running the evaluation again on the same models would produce results differing 
by around 0.02.) 

For each model architecture, we present Receiver Operator Curve (ROC) plots and Area Under the 
Curve (AUC) scores for detecting cyber disturbances and physical disturbances. Additionally, we 
include a confusion matrix for a decision threshold of 0.5 and its corresponding Matthew’s 
Correlation Coefficient (MCC) scores. We also analyze the average percentage of edges that are 
selected by the Rationale Neural Network for propagation to the GNN and/or RNN. A low 
percentage indicates that the Rationale Neural Network significantly down-sampled the edges being 
used. A summary of the experimental results is included in Table 3 and in Figures 29-32. Detailed 
explanations and analyses of the experiments are provided in the full paper [30].  

 

Table 3: Experimental results of each model 
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Figure 29: The confusion matrices, MCC scores, receiver operator curves (ROCs), and AUC 
scores for the traditional Transformer model detecting cyber and physical disturbances. 

 

 
Figure 30: The confusion matrices, MCC scores, receiver operator curves (ROCs), and AUC 
scores for the random-windowed Transformer model detecting cyber and physical disturbances. 

 

 
Figure 31: The confusion matrices, MCC scores, receiver operator curves (ROCs), and AUC 
scores for the graph neural network model detecting cyber and physical disturbances. 
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Figure 32: The confusion matrices, MCC scores, receiver operator curves (ROCs), and AUC 
scores for the GNN and random-windowed Transformer operating in series to detect cyber and 
physical disturbances. 

 
These experimental results provide a number of insights that will guide the HARMONIE-SPS 
machine learning framework and can guide other SPSs in the future. 
 
First, we see that in our scenarios and contingencies, cyber disturbances are generally easier to detect 
than physical disturbances. As noted above, we suspect that modeling the long-term trajectory of the 
physical data is a more difficult task for our deep learning model than searching for a small number 
of malicious or problematic network packets. Along these lines, as expected, we observe that the 
GNN has the most difficulty identifying a physical disturbance. 
 
Second, we see that using the GNN and Transformer together in this way does not yield the 
performance increase we expected. While the GNN and Transformers perform well on detecting 
cyber disturbances and physical disturbances respectively, the GNN + Transformer model 
underperforms the best model in each of those categories. This suggests that while the GNN and 
Transformer model each contribute valuable information to the process, there is room to improve 
the way we link them together into a cohesive model. 
 
Third, we see that the Rationale Neural Network kept 40-50% of the edges (packets or phasor 
datapoints). Upon closer inspection, the edges most often kept are TCP packets, and all phasor 
measurement edges seem to have been assigned approximately the same probabilities. While 
removing 50-60% of edges is a good start, we see value in exploring techniques to reduce the 
number of edges retained and thus further isolate the source of the disturbance. 
 
In Section 4, we detail the final state of the ML framework for HARMONIE-SPS developed for this 
project where these testing insights were used to inform the latest implementation.  

7.2. IEEE 39-Bus System Use-Case: False Data Injection Attack 

A false data injection (FDI) scenario is developed to simulate a stealthy FDI attack on critical 
measurements in a power grid. The attack is designed to be stealthy, meaning it should not be 
detected by the conventional bad data detection (BDD) test. However, it will cause non-negligible 
variations on the state estimation results, which may further interrupt the normal operation of the 
grid. This type of stealthy attack can also indicate adversarial presence in the system and 
reconnaissance and capability testing activities.  
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A state estimator, fastSE, along with the corresponding BDD module, was developed to provide the 
state estimation results [64]. In order to be capable of running in a real-time environment, sparse 
matrix, memory pre-allocation, single instruction multiple data (SIMD), and improved pre-
permutation are all applied to greatly improve the computational efficiency of the estimator. Figure 
33 provides computational efficiency results before and after improvements to the state estimator 
implementation using a synthetic 200-bus system (‘ACTIVSg200’).  

 

Figure 33: Computational efficiency gains with novel state estimator implementation. 

 
The stealthy FDI scenario was implemented within the RTDS and SCEPTRE™ environment along 
with the fastSE state estimator, routing optimization algorithm to mitigate the FDI, and a few other 
additions to support the attack execution. Figure 34 summarizes the environment updates, including 
complimentary efforts such as the integration of CARV and ADROC into the environment. 
Additionally, to collect the FDI-compromised data streams, a “dirty” Elasticsearch database was 
implemented in the environment. In this manner, fastSE could process the “dirty” Elasticsearch data 
streams and detect the FDI attack but we could also collect the “clean” Elasticsearch database to 
compare the baseline and attack data streams. 
 

 
Figure 34: Emulation environment components to support FDI experiment using IEEE 39-bus 

system use-case. 
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For this FDI scenario, the IEEE 39-bus system and associated synthetic communication network 
were implemented within the emulation. The one-line diagram for the IEEE 39-bus system is shown 
in Figure 35 and the associated SCEPTRE™ topology is shown in Figure 36.   
 
To sample values, 8 PMUs were placed in the RSCAD model of the IEEE 39-bus system, using an 
optimal PMU placement method described in [65], sampling a subset of the buses. The reason only 
a subset was sampled was due to a hardware limitation with the RTDS GTNET card that restricted 
the total number of PMUs to 8. Then, 8 RTUs in the emulation environment were configured to 
receive data from the 8 PMUs configured in the RTDS via C37.118 protocol. The data from the 
RTUs is sent to the SCADA server via the DNP3 protocol. The SCADA server is an open platform 
communications (OPC) server running Software Toolbox TOP Server version 5 [66]. 
 
To collect data that was modified with the FDI, an additional Elasticsearch server was added for the 
39-bus topology. This “dirty” Elasticsearch server resided within the emulation environment to 
collect “dirty” data as the SCADA server observed it, including any modifications that were made by 
the FDI scenario (shown in Figure 38). The “dirty” data was collected by a Python script that 
queried the OPC server via the OPC-UA protocol, using the asyncua library [67], and sent the 
collected data to the “dirty” Elasticsearch instance using the elasticsearch-py library [68]. 
 

 
Figure 35: IEEE 39-bus system one-line diagram. 
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Figure 36: SCEPTRE™ topology for IEEE 39-bus system. 

 

7.2.1. Scenario Description 

The stealthy FDI attack developed cannot be detected by traditional BDD tests, and thus requires 
evaluation of the physical data streams and the fastSE implementation to detect it. For this 
experiment, the stealthy FDI is categorized as a cyber-physical disturbance due to the data injection 
activity (although not detected by traditional BDD tests) and impact to the physical data. In this 
experiment, the team tested the detection of the FDI using fastSE, the real-time state estimator 
developed by the TAMU team; the FDI is targeting substation 4 in Figure 38. In this scenario, no 
major power system consequences resulted, only small variations were introduced to the power 
system data from the FDI. Therefore, this scenario is focused on reconnaissance activity from an 
adversary testing their FDI capabilities and gathering further information about the system. 
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As discussed in the previous section, this stealthy FDI scenario was implemented in the RTDS and 
SCEPTRE™ emulation environment using the IEEE 39-bus system use-case. Updates to the 
emulation environment included implementation of fastSE, a corrupted, ‘dirty’ Elasticsearch 
implementation (with data corrupted with the FDI), and routing optimization algorithm.  

7.2.2. Mitigation 

In this experiment, if the FDI is detected by fastSE, the routing optimization algorithm described in 
Section 5.4 is launched. The adaptive routing algorithm is developed to actively optimize the routing 
path of the communication system, based on the feedback from the state estimator. Specifically, the 
residues from the state estimator are used to detect the FDI and inform the new routing 
architecture. For the compromise of substation 4 with the FDI, its high residue will indicate the FDI 
attack and cause the routes to be updated to avoid it.  

7.2.3. Results and Next Steps 

The FDI attack was implemented within the IEEE 39-bus system use-case emulation, targeting 
substation 4. The necessary scenario components were also incorporated into the emulation 
environment, including: FDI attack script, fastSE, dirty Elasticsearch, and routing optimization. 
However, we ran into a few challenges with adapting fastSE to the RTDS environment and its 
function in detecting the FDI. 
 
fastSE, like other transmission system state estimators, is developed for single-phase positive 
sequence steady state power system analysis. When used with RTDS, certain challenges raise, and 
they can be categorized into mainly four aspects: 

Simulation type 

• RTDS is known for its capability to conduct electromechanical transient simulation (TS) and 
electromagnetic transient simulation (EMT). TS and EMT are normally formulated as a set 
of partial differential equations (PDEs), and they tend to have higher convergence tolerance 
and thus are more sensitive to initial states, compared to power flow which is usually 
formulated as a set of ordinary differential equations. Two major causes for the mismatch 
between RTDS and PowerWorld (PW) results in this category can be the initial guess on 
system states, and the initial voltage and frequency. PDEs may converge to a different 
equilibrium point even using the same initial guess as used in the power flow. 

Model 

• System models can be different in RTDS compared to PW. This has been well discussed in 
this paper [69]. One thing to specifically point out is that if the load model is constant 
impedance, setting the maximum and minimum power to be the same as nominal power 
may introduce unexpected errors, cause the constant impedance load has varying power, 
while conversely the constant power load has varying impedance. 

Case 

• RTDS cannot output either the admittance matrix or the impedance matrix, so it is very hard 
to validate whether the case is the same as in the PW. Besides, in the standard model, the 
power base and the voltage base are different compared to PW. 

Data 



 

63 

• Considering the data is coming from the simulated PMU channels, there is also possibility 
that either the probing location or the PMU settings are mistaken. Moreover, it is also 
important to make sure that the correct formula is used to convert the three phase 
measurements to single phase positive sequence values. 

With additional time, the team may have been able to overcome these aforementioned challenges to 
enable the successful function of fastSE in our emulation environment. We are planning on working 
through these issues in future work. For this particular experiment and our time constraints, we 
decided to whitecard the use of fastSE to detect the FDI attack. Thus, we focused on testing the 
adaptive routing optimization as a mitigation against the FDI attack within the emulation 
environment. As can be seen in Figure 37, the FDI attack corrupted the SCADA data output by the 
RTDS for the IEEE 39-bus system. 

 

Figure 37: Screenshot of Kibana dashboards highlighting the FDI attack script success by 
corrupting the SCADA data from the RTDS (right figure) from the original, “clean” data (left 

figure). 

 
The adaptive routing optimization algorithm was then launched and was successfully able to isolate 
the compromised substation 4 and reroute traffic, as shown in Figure 38. In this manner, 
communications and data flows can continue without corruption from the FDI attack and the 
compromised substation can be isolated and mitigated with upstream intervention (e.g., after 
notification of utility and/or other cybersecurity defenses).  
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Figure 38: Result of adaptive routing optimization algorithm in isolating Substation 4 and 
rerouting communication traffic. 

 
Lastly, due to time constraints and focus on testing the routing optimization mitigation, we did not 
test the HARMONIE-SPS ML methodology against the collect FDI data. However, we provide 
some discussion on the differences/challenges to address when moving to a larger scale grid system. 

Moving from the simplified 9-bus system to a larger and more complicated 39-bus system (with its 
larger and more complex associated cyber infrastructure) has some potential implications for how 
we consider ‘scaling up’ the generation of ML datasets and adapting the architecture and training of 
the ML model. The primary challenges associated with adapting machine-learning approaches to 
more ‘complex’ datasets are: 

1. Data dimensionality – The input data for ML is more complex and generally of higher 
‘dimension’. This creates 2 potential issues. First, the ML model will require additional 
trainable parameters to encode the higher-dimension data. Increasing the ‘complexity’ of the 
ML model (which is roughly correlated with trainable-parameter count) typically leads to a 
requirement for additional training data samples in order to avoid ‘overfitting’ the more-
complex model to limited training data. Second, the well-studied ‘curse of dimensionality’ 
suggests that the requirement for additional data samples from higher-dimensional spaces is 
fundamental and not only tied to model overfitting problems. In general, we would expect 
the number of data samples required to adequately capture the variance associated with 
higher-dimensional data to increase approximately-exponentially with increased data 
dimensionality. So, increasing the ‘complexity’ of the dataset even a little bit is expected to 
increase the number of data samples required to train an ML model by a lot. 

2. Sampling bias – In an ideal world, ML models would be trained using unbiased or ‘random’ 
sampling from the appropriate ‘population’ distribution of data relevant to the problem of 
interest. Any potential ‘bias’ in data sampling may negatively impact the trained model’s 
ability to ‘generalize’ or perform well in practice. When training data are simulated or 
emulated, it may be challenging to engineer procedures that are: 1) scalable to very large 
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sample sizes (millions), which typically requires a high degree of automation, 2) random with 
respect to the population of data on which the model is expected to perform, which may be 
unknown, and 3) realistic in terms of generating training data that represent real-world 
scenarios. In many cases, generating ‘realistic’ training data necessary to train an ML model 
to perform well ‘in the real world’ is a time-consuming process that doesn’t scale to the 
generation of millions of training samples or – if it does scale well – fails to generalize to 
capture the ‘entire’ population of relevant data. In our view, the development of scalable, 
realistic data generation procedures is a high-priority if we want to be able to train reliable 
ML models under complex scenarios. 

State-of-the-art ML models like deep neural networks trained using supervised-learning have been 
shown to perform exceptionally well in complex inference tasks when: 

1. There is ‘enough’ training data 

2. The inference task is well-defined at training time 

In practical terms, a ‘well-defined’ inference task for a machine-learning classifier means that the set 
of ‘ground-truth’ class labels and input data examples associated with each class label are bounded 
and known a priori. The ML model is trained to extract and associate relevant ‘features’ from the 
input data with the known class-label of each data sample. The procedure assumes that the collected 
set of input data is sufficient to identify all the relevant features that will be associated with each 
class label at training time, and that all of the relevant class labels are also known at training time. 
Model performance is difficult to predict in cases in which ‘novel’ features associated with an 
existing class label arise after training. Similarly, ‘adapting’ a trained model to accurately predict novel 
class labels while retaining good performance on its existing classification tasks is not always trivial.  

In contrast to this paradigmatic expectation, we generally expect ‘disturbance-event’ detection and 
mitigation paradigms to be an ‘evolving’ or ‘dynamic’ landscape of data and associated class labels. 
The classic example is the ‘zero-day’ event, in which a completely ‘novel feature’ associated with a 
disturbance event arises. Under this scenario, the performance of a previously-trained ML model 
would be difficult to predict. Similarly, a complex scenario in which various (partially effective) 
mitigation strategies are actively deployed during the course of e disturbance event may strongly 
impact the performance of an ML model trained without seeing mitigation strategy deployment. 
This type of situation creates both practical and fundamental issues. More fundamentally, what is the 
‘desired ground-truth’ output of a trained ML algorithm under a scenario in which the state of the 
managed system is neither ‘okay’ nor ‘not-okay’?  

Our current work considered only supervised-learning ML paradigms, but it may be that alternative 
paradigms (e.g., reinforcement-learning, open-set classification) may be more appropriately suited to 
the ultimate goals of the project. We suggest that future work would benefit from an investigation 
into relevant deployment scenarios to define specific requirements and an evaluation of ML 
paradigms to determine which paradigms are most likely to meet those requirements. 

7.3. Evaluation of CARV Scheme 

To demonstrate the application of this voting scheme and examine how the CARV algorithm 
originally developed in [50] can be tailored for a RAS, we will integrate it with a load shedding 
scheme developed for the WSCC 9-bus system, which is shown in Figure 24. 

The protection scheme to be integrated with CARV consists of shedding load to alleviate line 
overloading and under-voltage issues that arise from a contingency that consists of the loss of 
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generation at bus 1 and a disconnect on the branch between buses 6 and 9. This protection scheme 
was developed from the methodology presented in  [46], and is aimed to mitigate the overloading 
conditions that develop in the system due to this contingency by shedding load in the system.  

Unsurprisingly, the main effect of this contingency is overloading of the line between buses 5 and 7 
(line 5-7), where large amounts of current flow due to the fault in line 6-9, as well as voltage drops in 
the system, most significantly at bus 6. To reduce these issues and allow the system at large to stay 
operational, the active and reactive power requirements at buses 5 and 6 are reduced significantly by 
the RAS by shedding load. 

In order to test the resilience benefits of CARV, several scenarios will be tested. All cases here will 
be used to test the appropriate arming and triggering of the applied SPS, and for comparison we will 
apply all cases to the SPS without any relay voting and also with the relay voting scheme applied to 
both investigate the additional overhead that comes from the added communications but also where 
there may be benefits or drawbacks. 

The scenarios that were implemented are: 

1. Base case, contingency with no relay issues 

2. Branch 8-9 relay unresponsive, or lies about conditions and actions 

3. Load 6 unresponsive, or lies about its conditions and actions 

4. Relay x & y unresponsive (multiple, different groups) 

5. Relay x & z unresponsive (multiple, same group) 

6. 3 relays unresponsive, same voting group 

For the load shedding scheme that distributed consensus algorithm is implementing, the calculation 
is calculating the total loads in the two control areas used for the SPS. Note that this requires a-priori 
knowledge of the number of sensors recording loads in the system in order to convert from an 
average value to the total value, which in this instance are the 3 relays connected to the loads in the 
system. 

There are various configuration parameters that impact CARV performance, which are detailed 
further in the full paper [51]. Figure 39 provides an example for one of the configuration 

parameters, 𝑝, which corresponds to the system putting more weight on the existing consensus 
value than new measurements.  
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Figure 39: Consensus load in control area 1 for various averaging factors 𝒑. 

 
In Figure 40, we can see what occurs when a relay is misreporting values but is detected and flagged 
by the other relays in the system. This is done by having each relay check if the reported values by 
the other relays are within a certain threshold of its own current value before doing a new 
calculation. In this instance, that flagging threshold is set to ±10% of the relays current value. Note 
that exceptions need to be included for sensors in the system that are adding new measurements, 
and this procedure needs to be incorporated both into the regular voting group consensus 
calculations and the inter-group communications as well, so there are limitations to this type of 
detection mechanism. However, as we can see in this result, each relay is able to check and see that 
the branch 8-9 relay is reporting its value and isolate it. Additionally, this can serve as a detection 
mechanism if a relay stops communicating with its peers. In this procedure, if a relay is flagged then 
the other relays in the system will independently temporarily remove that misbehaving relay from 
the consensus algorithm process until it could be checked and fixed and can report the issue to a 
control center or other central control system. 
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Figure 40: Consensus load when relay at Branch 8-9 misreports values. 

 
Additional results from the different scenarios explored to evaluate CARV are found in the full 
paper [51]. 
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8. CONCLUSIONS AND FUTURE WORK 

The HARMONIE-SPS methodology developed under this LDRD project is able to:  

• Classifies system conditions using transformer-based and graph convolution neural networks 

• Deploys cyber-physical mitigations depending on classification 

• Leverages autoRAS for automating corrective action and triggering condition pairs, 
CARV for improved relay operation, and routing optimization for continued 
communications 

All in all, HARMONIE-SPS was able to demonstrate how processing both cyber-physical data for 
assessing system conditions and informing response provides more comprehensive, effective 
protection of the electric grid. This is especially relevant as more and more smart devices are added 
to the grid and distributed systems such as DERs increase their penetration. Furthermore, the use of 
a cyber-physical emulation environment with the integration of RTDS and SCEPTRE™ 
exemplified the need for real-time environments for training and testing machine learning based 
mechanisms and for exploring adaptive use-cases.  Adaptive applications/tools such as autoRAS, 
CARV, and the routing optimization algorithm utilized the real-time, cyber-physical data streams 
and showed how real-time response and built-in fault tolerance (i.e., within CARV) is necessary for 
more resilient operation of the grid during disturbances.  

For future development of the HARMONIE-SPS methodology, we would like to iterate on more 
sophisticated disturbances within the emulation environment such as the FDI attack. At the end of 
this project, we were able to successfully implement and utilize the FDI script, dirty Elasticsearch 
instance, and adaptive routing optimization algorithm; we faced challenges adapting fastSE to the 
RTDS and SCEPTRE™ environment and would like to resolve this in the future. We additionally 
would like to test disturbances such as extreme weather events coupled with cyber attacks (e.g., 
multi-hazard events) and test with larger power system use-cases.  

More complex communication networks would also be of interest to analyze the properties of 
collected cyber-physical data. With increased amount and complexity of this data, it is important to 
test the HARMONIE-SPS ML framework robustness under different data availability scenarios to 
understand the limits of its classification. Additionally, we can explore the use of further OOB data 
sources such as IDS  alerts, including the team’s related proactive intrusion detection and mitigation 
system (PIDMS) research [70]. Further future work in exploring alternative ML paradigms are 
described in Section 7.2. Testing with field data and in partnership with utilities would also inform 
realistic data availability and formats for HARMONIE-SPS ingestion. This utility partnership would 
also start exploration of different HARMONIE-SPS deployment options (e.g., standalone tool 
augmenting existing SPSs or adaptive SPS integrated with playbooks). 

Lastly, expanding the suite of cyber-physical corrective actions to include more sophisticated control 
strategies and/or cybersecurity defenses is of interest. For example, utilizing DERs to respond to 
generation loss and/or instabilities would expand HARMONIE-SPS to account for system 
architecture, DER penetration levels, and instability metrics. On the cyber-side, techniques such as 
moving target defense to thwart adversaries could be added and how this may or may not affect SPS 
function could be explored. Another aspect that was not quite explored in this project iteration is 
the prioritization of speed, selectivity and security using the ML classification results and informing 
cyber-physical response. With a larger suite of response actions and disturbance scenarios, this 
prioritization process is of great interest for future HARMONIE-SPS development.  
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APPENDIX A. SUPPLEMENTAL MACHINE LEARNING RESULTS 

 

Figure A-1, Figure A-2, and Figure A-3-- training run traces (Figure 4) for replicates 2-4: 
 

 
Figure A- 1 
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Figure A- 2 
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Figure A- 3 
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Figure A-4, Figure A-5, and Figure A-6-- ROC curves (Figure 5) for replicates 2-4: 

 
Figure A- 4 
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Figure A- 6 
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Figure A-7, Figure A-8, and Figure A-9-- probability histograms (Figure 5) for replicates 2-4: 

 
Figure A- 7 

 
Figure A- 8 

 
Figure A- 9 
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APPENDIX B. ADAPTING AUTORAS TO HARMONIE-SPS 

The work on the automation of the remedial action schemes was tested on the WSCC 9-bus system, 

which is a transmission network approximation of the Western Electricity Coordination Council 

(WSCC). This 9-bus system consists of three generators, three loads, and one transformer at each of 

the generator units for a total of three. It is also worth noting that the base voltages of this system are 

at the following levels: 13.8 kV, 16.5 kV, 18 kV, and 230 kV [Ref. B-1]. An image of the system 

simulated on PowerWorld is shown in Figure B-1. 

 
Figure B- 1: WSCC 9-Bus System  

 

With that being said, an overview of the Automated Remedial Action Schemes (autoRAS) concept 

and implementation will be discussed. The main goal of implementing the automation of remedial 

action schemes (RAS) in this project is to ease the method of determining corrective actions in the 

hopes of reducing violations that result in line overloading [Ref. B-2]. To do so, the initial step was to 

create multiple contingency scenarios using PowerWorld Simulator, which will be discussed in more 

details later on. Once the contingencies were created, only those that have resulted in line overloading 

violations were considered. Afterward, Support Vector Machine (SVM) clustering techniques were 

implemented to group the contingencies in separate clusters. Each cluster includes contingency 

violations that can be solved with one corrective action. This implies that, in power systems, it is 

possible to achieve the same violation in different methods. For example, dropping the generation in 

either one of the generators at Bus 2 or Bus 3 could result in line overloading of the line connection 

between buses 8 and 9. As such, it is important to create a list of all the possible contingencies to 

ensure a thorough analysis of the system. However, since that results in large amounts of data, the 

SVM clustering techniques help to reduce that data into clusters that can then be used as inputs to the 

autoRAS algorithm, which can provide the mitigative corrective actions to alleviate the line 

overloading.  
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In more details, the autoRAS algorithm can be divided into two main parts, which are the Conditions 

and Corrective Actions. In Conditions, all the required input data is collected to serve as input to the 

second part which yields the corrective actions (suggested mitigations). 

 

The first step in this algorithm is generating the contingency list and perform any data preprocessing 

required. To create a list of the contingencies, both PowerWorld Simulator and Easy SimAuto (ESA) 

were utilized. Easy SimAuto (ESA) is a python package that enables users to easily interact with Power 

World Simulator to collect data and run simulations [Ref. B-3]. A yearly load profile with a one-hour 

time step was used. The yearly load profile included hourly values of real power and reactive power in 

MWs and MVARs, respectively, for all three loads in the WSCC 9-bus system. PowerWorld was used 

to create a contingency list that includes both n-1 and n-2 contingencies. The n-1 contingencies 

included the following: 

1. Loss of one generator 

2. Loss of one transformer 

3. Opening of a load 

4. Opening of a line 

5. Opening of a bus 

The n-2 contingencies made up all possible combinations of the n-1 contingencies list above, which 

was done using the Contingency Analysis tool on PowerWorld Simulator. The contingencies created 

follow the North American Electric Reliability Corporation (NERC) standard of TPL-001-5, which is 

named “Transmission System Planning Performance Requirements” [Ref. B-4]. Following this 

standard, the contingencies that were considered as classified as P1 (single contingency), P2 (single 

contingency), and P6 (multiple contingencies). The P1 and P6 contingencies could be a 3-phase or a 

single line-to-ground (SLG) fault, while the P2 contingency can only be a SLG fault. The tables below 

provide a more detailed description of the different categories of contingencies under this standard 

[B-4]. 

 
Figure B- 2: NERC Contingency Categories (Part 1) 
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Figure B- 3: NERC Contingency Categories (Part 2) 

 

Once the initial contingency list was created through PowerWorld, the contingencies then were 

evaluated to study their effect on the system. Utilizing the load profile, all the contingencies created 

in the previous step were run at every time step in the load profile. This means that for every different 

value of load (system operational snapshot), the contingencies were run to determine if they would 

cause line overloading violations. This process resulted in a large number of contingencies, where 

some of which did not cause any system violations. The remaining contingencies that resulted in 

violations were combined in .csv files. 

 

Once the contingency list was finalized, separate scenarios were created which correspond to the 

different normal system operational values at the different load values from the yearly load profile. A 

larger file was then created that has all the operational values of the system for all the different 

scenarios. These values include power flow on the different branches in the system, the per unit 

voltages at the buses and the voltage angles, and the real and reactive power injections at the buses. 

Once the scenario normal operational values and the contingency list were finalized, the violations 

were determined by using ESA to help run the contingency analysis. The violations that were studied 

were on the line MVA values to help determine line overloading. The collected data includes the value 

of the violation and the branch. Once that was determined, distance-based SVM clustering was 

implemented to cluster the contingencies that led to similar violations that would require the same 

corrective action.  

 

With that being said, the algorithm then moves to the corrective actions part. The suggested 

mitigations include dropping generation, load shedding, or branch switching to help alleviate the line 

overloading. It is important to note that due to the SVM clustering, this algorithm was only successful 

in running and analyzing n-1 contingencies. 
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When the corrective actions were suggested, they were then tested on PowerWorld Simulator by 

manually implementing the suggested corrective actions. When that was done, it was observed that 

the corrective actions changed the MW values of the generation, but the reactive power values were 

not included, causing the slack bus to make up for that reactive power. As such, it was concluded that 

not including the reactive power in the autoRAS algorithm when suggesting the corrective actions still 

leads to some line overloading even when the mitigations are implemented. With that being said, 

changes were made to the original autoRAS algorithm to help take into account the reactive power 

when providing corrective actions. The reactive power is now included in the autoRAS algorithm, 

which resulted in better mitigative actions. Regardless, line overloading is still apparent in certain cases 

even after the mitigative actions were implemented. With that being said, suggested future work should 

include studying the algorithm more and possibly creating an algorithm that generates a second round 

of corrective actions that can alleviate the line overloading as much as possible.  

 

Last but certainly not least, it is important to study the input data that goes into the SVM/autoRAS 

code pipeline to be able to incorporate it with the larger ML framework in this project. Since the 

autoRAS algorithm has a dependency on PowerWorld Simulator and ESA, it would be run in parallel 

to the developed ML framework. This limitation exists due to the fact that the PowerWorld Simulator 

can only operate on a Windows-based machine. While taking that into account, it was still concluded 

that it would be best to make sure the input data files that are trained on the autoRAS algorithm and 

the ML framework be the same. As such, the contingency lists and input files were adjusted 

accordingly.  

 

To achieve this, it was first important to look into the placement of the phasor measurement unit 

(PMU) devices in the system that collect the data for the ML framework. It is important to note that 

when simulating a system on PowerWorld, the system observability is essentially 100%, as you can 

collect all the data that is needed in all the locations. However, when it comes to PMU collected data, 

a limitation arises depending on where the PMU is located. As such, the PMU placements for the 

WSCC 9-bus system are as follows: 

1. PMU1: located at Bus 7 

2. PMU2: located at Bus 8 Load 

3. PMU3: located at Bus 9 

4. PMU4: located at Bus 5 Load 

5. PMU5: located at Bus 5 

6. PMU6: located at Bus 4 

7. PMU7: located at Bus 6 

8. PMU8: located at Bus 6 Load 

 

This meant that the data to be collected from PowerWorld to only be collected from the locations 

mentioned above to match what the PMU devices reported. One other important aspect to mention 

is that PMU devices collected more values of data than what was originally collected in the initial 

contingency list. The additional collected values include: 

1. system frequency 
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2. voltage magnitude and angle 

3. current magnitude and angle 

 

The system frequency and the voltage magnitude and angle values were directly collected from 

PowerWorld Simulator. However, for the current magnitude and angle, calculations were performed 

from the injected power values and voltage values at each of the buses. After all the adjustments were 

made, the input files to the autoRAS algorithm match the input to the ML framework. Once that was 

achieved, data reformatting and preprocessing was performed to make the input compatible with the 

autoRAS algorithm, and analysis was run in a similar manner as described above to obtain the 

corrective actions from the algorithm. A future work suggestion can include the comparison of the 

accuracy and precision of the autoRAS algorithm when inputting all the data collected from 

PowerWorld against the partial system data collected from the PMU devices. 
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