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ABSTRACT
Numerous research studies have been conducted to enhance the resilience of cyber‐physical systems (CPSs) by detecting po-
tential cyber or physical disturbances. However, the development of scalable and optimal response measures under power
system contingencies based on fusing cyber‐physical data is still in an early stage. To address this research gap, this paper
introduces a power system response engine based on reinforcement learning (RL) and role and interaction discovery (RID)
techniques. RL‐RID‐GridResponder is designed to automatically detect the contingency and assist with the decision‐making
process to ensure optimal power system operation. The RL‐RID‐GridResponder learns via an RL‐based structure and ach-
ieves enhanced scalability by integrating an RID module with reduced action and state spaces. The applicability of RL‐RID‐
GridResponder in providing scalable and optimal responses for CPSs is demonstrated on power systems during cyber distur-
bances. Moreover, simulations are conducted on a Volt‐Var regulation problem using the augmented WSCC 9‐bus, augmented
IEEE 24‐bus and IEEE 8500‐node systems based on fused cyber and physical datasets. The results show that the proposed RL‐
RID‐GridResponder can provide fast and accurate responses to ensure optimal power system operation under cyber intrusions,
such as DoS, and can extend to other system contingencies, such as line outages and load losses.

1 | Introduction

The assurance of resilience for critical cyber‐physical systems
(CPSs) is a multifaceted and challenging problem. High‐impact
low‐frequency events, such as large‐scale cyber or physical
disturbances, can pose significant threats to power system reli-
ability. In August 2023, the wildfire in Maui caused thousands
of people to lose their homes. Hawaiian Electric was under
scrutiny for not cutting off electricity and not having proactive
remedial actions [1]. This is not the first time the public has put
the spotlight on utilities' emergency response ability. Historical
real‐world examples, such as the Ukraine attacks, illustrate that

cyberattacks can severely disturb the operation of power sys-
tems, whether in steady or transient states. Moreover, the power
system industry has gained a heightened awareness of the role
of cybersecurity in achieving reliable operation for power sys-
tems [2–5]. The National Institute of Standards and Technology
Interagency Report documents the importance of a defence‐in‐
depth strategy in mitigating risks associated with cyberattacks
[5]. The strategy highlights the critical role of effective control
and response against various types of cyber threats, aiming at
maintaining multiple layers of security measures to prevent
unauthorised access or disruption.
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Power system resilience relies on the secure operation of both
cyber and physical components and their crucial interdepend-
encies [6, 7]. Cyber and physical attacks, such as denial‐of‐service
(DoS), man‐in‐the‐middle (MiTM) and false data injection (FDI)
attacks, can potentially affect both the dynamic and transient
states of the system, which can lead to compromised resilience
and stability [8–10]. Therefore, major enhancements have been
made to power system security against these threats over the past
decade. These enhancements include developing cyber‐aware
grid planning and monitoring methods [3], as well as remedial
schemes to maintain voltage magnitudes, redirect power flows
and limit the effects of disturbances [11, 12]. Nevertheless, new
threat challenges continue to evolvewithin cyber‐physical energy
systems. On the energy side, the surging adoption of renewables
introduces new scalability challenges due to their heterogeneity
and numerosity [13, 14]. On the security side, emerging advanced
intrusion techniques result in an increased variety of disturbances
that can affect both cyber and physical components in CPSs,
highlighting the need for designing scalable and optimal cyber‐
physical response approaches [11, 15, 16].

With the advancements in computing algorithms and hardware,
learning‐based techniques are gaining rising attention in opti-
mising the operation of CPSs, such as guaranteeing cyber and
physical security for CPSs; accelerating the integration of re-
newables for large‐scale power systems; managing plug‐in
electric vehicles; and contributing to the general decision‐
making processes in CPSs [17–19]. Among various learning‐
based methods, RL‐based approaches, including state‐action‐
reward‐state‐action (SARSA), deep reinforcement learning
(DRL) and Q‐learning, are considered highly promising
methods in enhancing the optimal operation of power systems
[20–22]. In RL‐based approaches, agents interact with the dy-
namic environment through trial and error to explore various
actions and obtain rewards, gradually refining their strategies to
achieve optimal objectives [23]. The environment in which an
agent operates is typically modelled as the Markov decision
process (MDP), composing a set of states, actions, transition
probabilities and rewards [21]. By providing adaptive decision‐
making capabilities, RL‐based methods can optimise control
strategies in real time and enhance the overall efficiency and
reliability of the power system. Subsequently, RL has been
studied in various power system applications, such as load fre-
quency control, voltage control, economic dispatch, stability
enhancement, relay control and security analysis [20]. For
example, RL can contribute to providing efficient energy man-
agement system (EMS) solutions, including demand response,
flexible energy storage and the integration of renewable energy
sources [21]. Ernst et al. [24] discuss the potential of applying
RL in power system stability control, highlighting the benefits
through online and offline learning case studies. The RL‐driven
agents observe the system states, take actions and learn from the
outcomes, gradually accumulating experience to improve con-
trol strategies in damping power system oscillations [24]. In Ref.
[25], a policy‐based RL algorithm is designed for adversarial
training, aiming to increase the robustness of RL agents against
attacks and avoid infeasible operational decisions. Therefore,
RL‐based methods are powerful tools in ensuring grid resilience
and providing optimal grid management towards cyber‐physical
secure power system operation.

In addition to keeping up with evolving threats, another major
challenge in deploying learning‐based methods comes from their
scalability issues when applied to complicated CPSs [26]. The
numerous actions and states for power systems, especially during
certain contingencies, can easily overwhelm the decision‐making
process. Besides, power system responses can have localised, hi-
erarchical or centralised aspects that vary depending on the
involved stakeholders and assets, largely complicating the
decision‐making process [27]. Therefore, at each level, it is
essential to make accurate decisions in a scalable manner to
ensure a timely response and prevent further damage [20]. To
address this, the role and interaction discovery (RID), first pre-
sented in Ref. [28], can generate reduced case‐specific action
spaces, helping the response engine address the dimensionality
challenge in both cyber and physical remediation actions [28, 29].
TheRIDwas designed to identify essential, critical and redundant
controllers using clustering and factorisation techniques based on
the controllability of a CPS. Specifically, the essential controllers
determine theminimal set of devices required tomaintain system
controllability; the critical controllers are essential controllers that
occur in every minimal‐cut controllability set of the system; the
redundant controllers are devices that reinforce the control capa-
bility of essential controllers and can be removed without
affecting system controllability; and the control support groups
contain devices that are highly coupled in terms of impact on the
control objective andwith eachother. The applicability ofRIDhas
been shown inmultiple power system applications, such as corre-
ctive line switching to mitigate geomagnetically induced current‐
saturated reactive power losses [29] and reducing power system
constraint violations by leveraging the characterisation of
distributed flexible AC transmission system controllers and gen-
erators [30, 31]. Despite its proven effectiveness, the integration of
RID in RL‐based power system environments with fused cyber‐
physical data for optimal response has not yet been addressed.

To this end,we propose anovel RLandRID‐basedGridResponder
aimed at advancing accurate and fast intrusion detection and
response for large‐scale cyber‐physical power systems. This paper
significantly expands our previous conference paper [32] that first
outlines the motivation of RL‐RID‐GridResponder. Compared to
Ref. [32], this paper (1) tailors and integrates RID into RL‐RID‐
GridResponder to enhance scalability with reduced action and
state spaces; (2) fuses cyber and physical data to facilitate a fast
and accurate decision‐making process for power systems during
DoS disturbances; (3) illustrates the design of the proposed RL‐
RID‐GridResponder in detailed submodules; and (4) presents
key experimental results and insights by implementing RL‐RID‐
GridResponder on a cyber‐physical power system testbed. After
building the RL‐based optimal response engine, we first construct
a cyber‐physical synthetic power system environment and then
test it via real‐time interaction at the testbed. The contributions
are summarised as follows:

• Data fusion‐based optimal response: We fuse data that
contain both cyber and physical features to assist optimal
responses during power system contingencies, that is, DoS
attacks.

• Scalability: The GridResponder can provide scalable RL‐
based solutions in real time for complicated cyber‐physical
power systems with extensive action and state spaces.
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• Response generalisability: The proposed optimal response
engine aids the system to operate robustly and resiliently
under cyber or physical disturbances, and it is compatible
with an extension of state‐of‐the‐art RL‐based structures.

• Optimality reassurance: The designed response method
serves as an optimal control strategy for managing various
grid‐tied resources.

The rest of this paper is organised as follows: Section 2 in-
troduces the preliminaries. In Section 3, we detail the design of
the RL‐based scalable optimal response engine. Section 4 pro-
vides experiments and analyses on a cyber‐physical power sys-
tem testbed. Section 5 concludes this paper and provides future
research directions.

2 | Preliminaries

This paper introduces a scalable optimal response engine that
can provide rapid and optimal responses during contingencies
for cyber‐physical power systems. This section presents related
preliminaries.

2.1 | Cyber‐Physical System

A CPS is broadly defined as the integration of computation,
communication and physical processes, as shown in NIST SP
1500‐201 [33]. From a device‐level perspective, a cyber‐physical
power system consists of three categories of components:

• Physical components: These include generators, trans-
formers, buses, loads, transmission lines, shunt devices,
capacitor banks and battery energy storage units. These
devices determine the power delivered to customers and the
stability of the electrical network.

• Cyber components: These support system communication,
control and monitoring functions and include routers,
Ethernet switches and firewalls.

• Cyber‐physical components: These enable gathering phys-
ical measurements and issuing cyber commands, forming
the link that couples sensing, protection and control. Ex-
amples include protective relays and intelligent electronic
devices (IEDs).

Therefore, in power systems, the electrical network is integrated
with the cyber network that enables monitoring, protection and
control. The CPS structure is commonly used not only in
traditional transmission and substation infrastructures but also
in distribution systems rich with distributed energy resources
(DERs), where inverters, capacitor banks and battery systems
rely heavily on communication and supervisory signals [34].
The developed RL‐RID‐GridResponder is broadly effective in
cyber‐physical power system applications, such as voltage
regulation, Volt/Var control, disturbance mitigation and cyber‐
aware grid operation.

2.2 | Data Security in CPS Control

Data security threats from internal, external and third‐party
sources can hinder the deployment of learning‐based ap-
proaches for controlling critical CPSs [35]. The development of
learning‐based methods for operating critical CPSs, particularly
in cyber detection and response, must be done in a way that can

be accurately validated, with verified safety and quantified
benefits for the application. To this end, several standard met-
rics are commonly used to evaluate learning results, such as
precision ξ, recall ρ and F1 score [36], where ξ indicates the
proportion of true positives (TP) divided by the total number of
elements labelled positive, and ρ is defined as the number of TP
divided by the total number of actual positives. The F1 score is
defined as the harmonic mean of ξ and ρ to measure the test
accuracy. Specifically, they are defined as follows:

ξ =
TP

TP + FP
, (1a)

ρ =
TP

TP + FN
, (1b)

F1 =
2ξρ
ξ + ρ

, (1c)

where FP denotes false positives, that is, the number of anom-
alies detected incorrectly, and FN denotes false negatives, that
is, the number of anomalies that were missed in the detection.
Therefore, an intrusion detection problem aims to miss fewer
attacks by having high recall and low false alarms. These met-
rics can give a fair evaluation of the detection capabilities of
learning‐based methods, indicating the training and testing
efficiency.

2.3 | Threat Model

The developed RL‐RID‐GridResponder aims to provide optimal
cyber‐physical responses for CPSs in the presence of both cyber
and physical disturbances. In the following study, we take the
DoS attack as an example to demonstrate the response perfor-
mance of the developed response engine. In a DoS attack, an
adversary can disrupt or completely shut down a vital service or
process, such as by flooding the target system with over-
whelming traffic. Further, each DoS attack has certain precursor
steps that, once taken, may give an adversary even greater ca-
pabilities. These early‐stage behaviours must also be monitored
and learnt to predict and prevent further disruptions. Therefore,
the GridResponder employs RL to assist with cyber and physical
controls at all stages of the data flow pipeline and to inform a
response that is safe, fast, accurate and interactive.

Note that GridResponder is not limited to protecting the CPS
from DoS attacks but is rather designed for a generic threat
landscape. For example, scenarios can occur in power systems
when an intruder accesses communications between an oper-
ator and a critical device, such as a relay controller. The intruder
can possibly alter commands sent by the operator to shut down
or misoperate a relay, leading to severe consequences, such as
unexpected device behaviour and loss of load, which could
contribute to a cascading failure. In addition to the DoS attack
scenario presented in the simulation, we have considered the
potential impact of other cyber threats, including false data in-
jection (FDI) and man‐in‐the‐middle (MiTM) attacks. Our
framework’s core design does not rely on assumptions specific
to DoS attacks. Although DoS, FDI and MiTM attacks differ in
their attack vectors, that is, DoS blocks or delays data, FDI
manipulates measurement values, and MiTM alters data in
transit, their impact on the power system can be functionally
similar. That is, they all lead to corrupted, missing or delayed
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information that ultimately degrades system performance.
Hence, the architecture is equally applicable to FDI and MiTM
scenarios. To avoid redundancy in the validation section, we
focus on DoS attacks as a representative and widely studied
threat model. Essentially, the developed method would help
understand how a learning‐based scalable, optimal and real‐
time response engine can be attained during severe cyber or
physical disturbances. The RL‐based GridResponder is expected
to act as a foundation for building real‐world optimal response
engines for CPSs, especially for power systems that are intrin-
sically complicated through their vast numbers of components.

2.4 | Testbed Emulation

Cyber‐physical emulation is a crucial step for testing the effi-
ciency and efficacy of a response engine. Because of the lack of a
complete end‐to‐end control loop that is available in the field for
testing cyber‐physical power systems, the deployment of exist-
ing optimal response techniques has largely been restrained
[37]. To remove this obstacle, this work performs testbed
emulation by synthesising and verifying the proposed approach
within the Resilient Energy Systems Lab (RESLab) testbed [38].

The RESLab testbed can simulate the cyber‐physical environ-
ment of realistic large‐scale power systems and validate the
response performance. The testbed consists of a power system
interactive simulator that runs in near real‐time; a connected
network emulator; intrusion detection systems such as Snort
[39]; Elastic Search‐Kibana data aggregation and visualisation
[40]; hardware devices, including protective relays and real‐time
automation controllers (RTACs); a proprietary platform from
Schweitzer Engineering Laboratories (SEL) [41]; and a cyber‐
physical resilient energy system energy management system
(CYPRES EMS) [42]. The RESLab testbed has industrial control
system protocols running through the emulated network and
connecting with our power system simulator, our CYPRES EMS
and industrial hardware devices [43].

Specifically, (1) PowerWorld Dynamic Studio (PWDS) [44] serves
as the real‐time power system simulator that can be configured
to send Distributed Network Protocol 3 (DNP3) outstation (OS)
packets within realistic time constraints. With the DNP3 OS
capability, it allows PWDS to act like a DNP3 server by sending
data packages and communicating with other clients/servers
[45]; (2) in RESLab, the Common Open Research Emulator

(CORE) is employed to simulate the communications between
cyber components and other virtual machines (VMs) [43]; (3) a
GUI and console interface are applied in a software DNP3
master. Besides, an additional DNP3 master in a physical device,
named SEL‐3530 real‐time automation controller (RTAC), is
configured to monitor and operate physical equipment in out-
stations; (4) the input/output signals of these actual protective
devices are implemented in the monitor and control loop at the
RESLab [46]. They connect with the simulation in PWDS and
emulation in CORE, respectively; (5) Snort serves as an intru-
sion detection engine that can be configured to detect DoS,
MiTM and address resolution protocol cache poisoning‐based
attacks and sends alerts to the DNP3 master; (6) the CYPRES
EMS is designed to help analyse power systems from a security‐
oriented engineering perspective. The CYPRES EMS is an end‐
to‐end system that performs cyber and physical network visu-
alisation, system monitoring and control, and mitigation.

To summarise, the RESLab testbed collects, stores, analyses and
provides visualisation of various power system information and
is used in this paper to validate the RL‐RID‐GridResponder’s
performance.

3 | Design of the RL‐Based Scalable Optimal
Response Engine

This section details RL‐RID‐GridResponder’s submodules,
including the data fusion module, state evaluation module, RID
module, RL module and HMI module. We show their inde-
pendent design and interoperation as an optimal response en-
gine to help power systems return to an operationally secure
and optimal state under a system contingency. The generic
framework of the proposed RL‐RID‐GridResponder is shown in
Figure 1.

The framework builds on an integrated cyber and physical
network, leveraging both physical measurements from the po-
wer system and cyber layer communication information, such
as DNP3 packet counts. First, the data fusion and state evalu-
ation modules determine whether the operating condition is
normal or abnormal. Once an abnormal behaviour is detected,
the RID module identifies the essential and critical controllers,
producing a reduced cyber‐physical state space for the learning
agent. These refined features are then used by the RL module,
which learns optimal corrective actions under cyber intrusion

FIGURE 1 | Framework of the proposed RL‐based scalable optimal response engine for cyber‐physical power systems.
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scenarios. Finally, the trained policy interacts with the physical
system in real time, whereas the HMI provides visualisation and
operator interaction. The details of each module are illustrated
in the following sections.

3.1 | Data Fusion Module

Cyber‐physical data fusion refers to the process of integrating
and analysing data from various cyber and physical sources to
ensure the system’s optimality and integrity. It enhances the
security of CPSs by effectively detecting anomalies, identifying
potential cyber intrusions and mitigating potential risks, combi-
ning information from different sources, such as sensors, con-
trol systems and network logs. The data fusion module is
initiated to assist RL‐RID‐GridResponder to identify an abnor-
mal system status. By collecting both physical data from the
power system and cyber data from the DNP3 packets, RL‐RID‐
GridResponder enables multimodal analysis for assessing the
power system operation. The multimodal analysis is designed to
improve the data processing efficiency while analysing system
behaviour under cyber‐physical contingencies. In power sys-
tems, the compression of data to lower dimensions enhances
storage and computing efficiency while retaining essential in-
formation, including round‐trip time (RTT) delays and data
from communication protocol packets, as well as bus voltages
and currents from sensors. RTT is defined as the time duration
between sending a DNP3 request and receiving the DNP3
acknowledgement message. For example, in the IEEE 24‐bus
system, we monitor the magnitude of the generator at Bus 22
and the status of the transformer between Bus 24 and Bus 3
using DNP3 read acknowledgement messages from a separate
virtual machine that acts as a DNP3 master. The time interval
between these two communications is recorded as RTT. Addi-
tionally, during a DoS attack, when an adversary uses a direct
DNP3 command to take the generator and transformer offline,
the RTT is also recorded.

Specifically, we utilise principal component analysis (PCA) for
data preprocessing and subsequently apply t‐distributed sto-
chastic neighbour embedding (t‐SNE) to reduce the dimen-
sionality of our dataset [47]. Applying PCA before t‐SNE can
significantly speed up the t‐SNE algorithm that can be compu-
tationally intensive with high‐dimensional data. PCA also aids
in removing noise by discarding low‐variance dimensions that
may represent noise rather than meaningful information.
Therefore, PCA helps reduce dimensionality, making it easier
for t‐SNE to handle high‐dimensional data effectively.

In a high‐dimensional space 𝒳 , t‐SNE assesses pairwise simi-
larities between data points using a Gaussian kernel, where
closer points exhibit higher similarity. For a set of high‐
dimensional data points x1, x2,…, xN , the conditional probabil-
ity pji is defined to be proportional to the similarity between any
two points, for example, xi and xj. Likewise, t‐SNE constructs
probability distributions qji based on pairwise similarities in a
lower‐dimensional space 𝒴. To align pji and qji, t‐SNE minimises
the Kullback–Leibler (KL) divergence between the probability
distributions 𝒳 and 𝒴. The KL divergence can be obtained as
follows:

K = ∑
i
KL(pi‖qi) = ∑

i
∑
j
pji log

pji
qji

. (2)

Then, the KL divergence can be minimised using gradient
descent as follows:

∂K
∂yi

= 4∑
j

(pji − qji)(yj − yi)(1 + ‖yi − yj‖22)
− 1
. (3)

Additionally, the data fusion module integrates real‐time risk
alerts, such as Snort alerts that can provide insights into
network intrusions and other alerts through the CYPRES EMS
that can offer guidance on system operational health and
anomalies. These alerts are used as inputs to the data fusion
module in the RESLab testbed. Then, the RL module interacts
with the data fusion module to access the real‐time data through
local area networks. Simultaneously, real‐time data are pre-
sented in an HMI for enhanced visualisation.

To illustrate the idea, we present the analysis of two selected
contingencies on the IEEE 24‐bus system [48, 49]. These con-
tingencies have been selected by performing a comprehensive
contingency analysis on the power system case and then iden-
tifying the contingencies that produced the most severe voltage
violations in the case. In this way, the most severe contingencies
were selected in this paper. In the first case, Use Case 1 (UC1),
the transformer between Bus 24 and Bus 3 is compromised due
to a cyber or physical threat. In the second case, Use Case 2
(UC2), both the generator at Bus 22 and the transformer be-
tween Bus 24 and Bus 3 are compromised due to a cyber or
physical threat. For both cases, we consider physical features,
including bus voltage magnitudes, bus voltage angles and cur-
rent magnitudes through all branches.

Additionally, cyber features have been added to the dataset. In
this paper, we select the round‐trip time (RTT) as the cyber
feature to measure the communication latency during a DoS
attack. The RTT is defined as the time duration between reading
and acknowledging responses from DNP3 packets. The RTT
affects t‐SNE clustering by grouping states with similar RTT
values, thereby increasing the accuracy for clustering unstable
states from stable states. Moreover, in cases where other phys-
ical data is compromised, RTT remains a reliable indicator of
system stability, allowing for actual state inference. Therefore,
the data fusion module comprehensively combines both phys-
ical and cyber (communication) aspects to clearly explain the
power system states. Future work will also investigate additional
cyber features or leverage alerts from Snort or other intrusion
detection systems. The cyber and physical features studied for
the IEEE 24‐bus case are exemplified in Table 1.

The data fusion module merges data from cyber and physical
sources to create an accurate representation of an environment,
therefore benefiting RL agents by providing richer information
during decision‐making. When applying data fusion for RL in
power systems, agents can access multiple data sources, such as
bus voltages and relay statuses through a communication net-
work. By combining these data modalities, data fusion improves
the agent’s understanding of the power system status, handles
uncertainty and responds to contingencies more effectively.

IET Cyber‐Physical Systems: Theory & Applications, 2026 5 of 17
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Moreover, data fusion provides historical context to help agents
learn better policies in sequential decision‐making tasks. More
detailed experimental results on the IEEE 24‐bus test case are
given in Section 4.2.2.

3.2 | State Evaluation Module

Based on real‐time cyber and physical data inputs, the state
evaluation module can assess the overall operational status of
the current power system and determine whether or not the
system is facing a disturbance or a cyber threat. Once under an
abnormal status, the state evaluation module first classifies the
types of disturbances, that is, cyber, physical or cyber‐physical,
and then evaluates the consequences of the disturbance. A
comprehensive assessment of whether the disturbances will
cause failures or abnormalities within the physical, cyber or
cyber‐physical domains can provide system operators with a
thorough perspective on preparing and performing response
strategies. Therefore, the state evaluation module can promote
more accurate and effective responses to system disruptions,
enabling the deployment of targeted mitigation strategies to
restore normal operations and prevent further damage. After the
state evaluation process, the real‐time data are then processed
by the RID module.

3.3 | Role and Interaction Discovery Module

The dimensionality curse remains a major challenge for RL‐
based methods, and this is also true for GridResponder, which
has to deal with high‐dimensional action and state spaces. The
complexity of the action and state spaces grows significantly
when considering both the cyber and physical features in
designing the response engine. To enhance the algorithm scal-
ability, we next focus on reducing the number of agents’ action
and state spaces by integrating the RID module. Despite its
shown effectiveness in several power system control applica-
tions [29–31], the integration of RID for identifying cyber and
physical corrective actions within RL‐RID‐GridResponder has
not yet been tackled. Therefore, in this paper, we synthesise RID
into the design of RL‐RID‐GridResponder to resolve the scal-
ability obstacle, subsequently helping RL‐RID‐GridResponder
efficiently utilise fused cyber‐physical data and directly inform
its RL‐based decisions with a priori remediation action
characterisation.

The RID algorithm can be formulated via a three‐step process as
follows [28, 50]:

1. Obtaining sensitivity matrix: A linearised relationship be-
tween control actions and the system’s response to those
actions is provided by the sensitivity matrix Ψ. In this pa-
per, the sensitivity Ψ indicates the relations between the
actual power injection from the generation sources and the
real power flow ΔP on each line that is experiencing
overload and is defined as follows:

ΔPflow.line,overloaded = [Ψ] ⋅ ΔGMW. (4)

The sensitivities also help us understand the relationship
between the capacity of available capacitors and buses
under overload conditions by illustrating how the voltage
levels ΔV at each overloaded bus respond to variations in
reactive power ΔQ supplied by newly integrated capacitors
as follows:

ΔVbus,overloaded = [Ψ] ⋅ ΔQMVar. (5)

Equations (4) and (5) assist in comprehensively under-
standing the system’s behaviour under various control
actions and enhance the system’s response ability.

2. Finding controllability‐equivalence sets: The control sup-
port groups are determined by clustering the sensitivity
matrix rows that exhibit the mutual influence of controls
within the different controllers. The similarity of row vec-
tors vi and vj is determined by the coupling index (CI),
which is the cosine similarity as follows:

CI = cos(θvivj) =
vi ⋅ vj

‖vi‖‖vj‖
. (6)

3. Finding critical, essential and redundant sets: The columns
of Ψ are used to identify the critical, essential and redundant
controllers. This decomposition is important for allowing
one to identify what different controller types are present in
the system and where they are located and for developing
response andmitigation applications based on these roles.As
detailed in Refs. [28, 29], the RID performs a change of basis
that maps available controllers to equivalent controllable
states. From the LU factorisation, a change of basis is per-
formed to decompose the transposed sensitivity matrix into
lower and upper triangular factors. The detailed explanation
of the LU factorisation can be found in Ref. [51]. The fac-
torisation of [Ψ]

T can be represented as follows:

[Ψ]
T
= P− 1LFUF, (7)

LF = [
Lb
M ]. (8)

Based on the Peters–Wilkinson method [51], the matrix [Ψ]
T is

decomposed, withP representing the permutationmatrix, andLF
andUF being the lower and upper triangular factors of thematrix
dimension, respectively. Additionally,M is identified as a sparse,
rectangular matrix. The new basis is obtained as follows:

LCER = LFL− 1
b = [

CE
CR

], (9)

with each row of the transformed matrix corresponding to its
available controller [52]. CE denotes the identity matrix In, with
rows corresponding to essential controllers. The rows of CR

TABLE 1 | An example of cyber and physical features for the IEEE
24‐bus case.

Feature name Number of features Total

Cyber features
Round‐trip time (RTT) DNP3 communications 1

Physical features

Voltage magnitude 24 buses 24

Voltage angle 24 buses 24
Current magnitude 38 branches 38

Total number of features 87

6 of 17 IET Cyber‐Physical Systems: Theory & Applications, 2026
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correspond to redundant controllers. Columns correspond to
equivalent controlled states, for example, overloaded line flows,
which can be easily mapped back to the original flows using P.

3.4 | Reinforcement Learning Module

Previous studies include supporting the system with optimal so-
lutions through the MDP process by optimising it using value
iteration and policy iteration approaches [26]. Building on pre-
vious optimisation approaches, RL offers a more dynamic and
flexible solution. RL’s adaptability in continuously learning and
making decisions is a key characteristic that makes RL‐based
paradigms well suited for the design of an optimal cyber‐
physical response engine. In RL, an agent learns to make
optimal decisions by interacting with the environment and
receiving feedback in the form of rewards or penalties [23]. In
designing RL‐RID‐GridResponder, the possible agents in the
model could be the physical components, such as capacitors or
generators, the cyber components, such as firewalls or routers, or
the cyber‐physical components, such as relays and remote ter-
minal units.

RL can be formulated into a Markov decision process (MDP)
where the agents learn to maximise the expected cumulative
reward over time. Central to this framework are the concepts of
states s, actions a, transition probabilities P, rewards R and the
discount factor γ [53, 54]. Specifically, the transition probabili-
ties P( sʹ|s, a), expected rewards R(s, a) and value function V(s)
are defined as follows:

P( sʹ|s, a) = Pr( st+1 = sʹ|st = s, at = a), (10a)

R(s, a) = E[rt+1|st = s, at = a], (10b)

V(s) = E[∑

∞

k=0
γkrt+k+1|st = s], (10c)

where γ denotes the discount factor that prioritises short‐term
rewards over long‐term rewards, s denotes the current state, sʹ
denotes the future state, and k is the execution time step.

3.4.1 | Actions, States and Rewards

In what follows, we take the Volt‐Var optimisation problem as an
example to show the design of theGridResponder. By formulating
the Volt‐Var optimisation problem into an MDP, we have

• State space: The state space consists of bus voltages,
capacitor status and tap‐changing transformer status.

• Action space: The action space consists of both discrete and
continuous actions. Discrete actions include the capacitor
bank (on/off), voltage regulator tap number and battery
states in charge or discharge. Continuous actions include
battery charging/discharging power in [−1,1], where −1
represents fully charging and 1 represents fully discharging.

• Reward model: The reward model is given by the following
equation:

R( s, sʹ) = − Fvolt( sʹ) − Fctrl( s, sʹ) − Fpower( sʹ), (11)

where Fvolt(⋅) denotes the voltage violation that is defined by the
following equation:

Fvolt( sʹ) = ∑
n∈N

(Vn( sʹ) − V)
+
+ ∑

n∈N
(V − Vn( sʹ))

+
, (12)

where+ is a shorthand formax(⋅, 0),Vn is the voltage of bus n, and
V and V are the upper and lower voltage limits, respectively.

Fctrl(⋅) denotes the sum of control errors from capacitors, regu-
lating transformers and batteries and is given by the following
equation:

Fctrl( s, sʹ) = ∑
c∈C

Wcap
⃒
⃒Statusc(s) − Statusc( sʹ)

⃒
⃒

+ ∑
r∈G

Wreg
⃒
⃒Tapr(s) − Tapr( sʹ)

⃒
⃒

+ ∑
b∈B

Wdis
Db( sʹ)
Db

+WSoC|SoCb(s) − SoCb0|,

(13)

where subscripts c, r and b denote a capacitor, a regulating
transformer and a battery, respectively, Wcap, Wreg, Wdis and
WSoC ∈ [0, 1] denote the weights for controlling the capacitor,
the regulating transformer, charging/discharging power of the
battery and battery SoC, respectively. Statusc(⋅) equals 1 when a
capacitor is connected to the bus and 0 when disconnected,
Tapr(⋅) denotes the tap number of the regulating transformer,
Db denotes discharge power and Db denotes the max power,
SoCb(s) ∈ [0, 1] and SoCb0 denote the current SoC of the battery
and the initial SoC of the battery, respectively. This objective
function penalises the agent for frequently altering the status of
a capacitor, the tap number of a transformer or the SoC of a
battery. As a result, an equilibrium is achieved with the mini-
mum number of adjustments.

Fpower(⋅) denotes the power loss objective that is a ratio of the
overall power loss to the total power and is formulated as
follows:

Fpower( sʹ) = Wpower
Ploss( sʹ)
Ptotal(sʹ)

, (14)

where Wpower ∈ [0, 1] denotes the control weight.

3.4.2 | PPO and A2C

Within the realm of RL, a variety of algorithms, including
SARSA, deep RL (DRL) and Q‐learning, have been proposed.
Among them, DRL can handle complex and high‐dimensional
action and state spaces by combining RL with deep neural
networks [55]. A wide range of DRL architectures have been
designed for training agents to make decisions in complex cyber
and physical environments, including proximal policy optimi-
sation (PPO) [56], advantage actor‐critic (A2C) [57] and deep Q‐
learning [58]. In this paper, we illustrate the design of RL‐based
GridResponder via both PPO and A2C and provide analyses of
cyber‐physical power system applications.

PPO is an online policy‐based RL algorithm that focuses on
optimising a parameterised policy using policy gradient [56]. It
compares the new policy πθ against the old policy πθold by
computing the following probability ratio rt(θ) as follows:

rt(θ) =
πθ(at|st)
πθold(at|st)

. (15)

IET Cyber‐Physical Systems: Theory & Applications, 2026 7 of 17
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PPO can achieve the optimal policy by introducing a clipped
surrogate objective function as follows:

Lclip(θ) = Êt[min( rt(θ)Ât, clip(rt(θ), 1 − e, 1 + e)Ât)], (16)

where e denotes a hyperparameter that controls the clipping
range, clip(⋅) is the clipping function, and Ât is the advantage
estimate at time t. The clipping operation prevents the proba-
bility ratio rt(θ) from straying too far from the old policy; that is,
if rt(θ) is within the range [1 − e, 1 + e], it remains unchanged;
otherwise, it is clipped back. The term rt(θ)At represents the
standard policy gradient objective. By taking the minimum of
the clipped and nonclipped probability ratios, the objective
function maintains a conservative update.

For A2C, it combines policy gradient methods (actor) and value
function methods (critic) by adopting a policy function
π(at|st; θ) and a value function V(st;ω). Specifically, the actor
learns the policy π(at|st; θ), parameterised by θ, that maps states
st to a probability distribution over actions at. The critic learns
the value function V(st;ω), parameterised by ω, that estimates
the expected return (cumulative future rewards) from state st.

The advantage function A(st, at) is defined as follows:

A(st, at) = Q(st, at) − V(st), (17)

where Q(st, at) denotes the action‐value function and V(st) is the
state‐value function. In practice, the advantage function can be
approximated using the temporal difference (TD) error:

A(st, at)≈ δt = rt + γV(st+1;ω) − V(st;ω), (18)

where δt denotes the TD error at time step t, γ denotes the
discount factor, and V(st;ω) is the estimated value of state st.
The policy parameters θ are updated using the policy gradient:

θ = θ + α∑
t

∇θ log π(at|st; θ)δt, (19)

where α denotes the learning rate for the actor. The value
function parameter w is updated by minimising the squared TD
error:

ω = ω − β∑
t

∇ω(δt)2, (20)

where β denotes the learning rate for the critic.

The pseudocode of the proposed RL‐based GridResponder is
given by Algorithm 1.

3.5 | Human–Machine Interface Module

The human–machine interface (HMI) plays an essential role in
the visualisation of cyber‐physical state information and user
interaction with the analyses. After evaluation and contingency
analysis, the optimal response commands recommended by the
RL‐RID‐GridResponder system are sent to an HMI, where the
HMIs functions include displaying final commands, enabling
user interaction and collecting real‐time feedback. Instead of
relying solely on machine support, an ongoing direction for RL‐
RID‐GridResponder is to integrate the expertise of operators and
analysts using feedback in the RL via the HMI to develop more
dynamic solutions. For example, if subject matter expert using

the engine finds a recommendation wrong or unreasonable,
they can provide negative feedback and apply their own solu-
tions. In return, these user‐provided rewards or feedback can
further refine the RL model.

As shown in Figure 1, RL‐RID‐GridResponder includes a data
fusion module, a state evaluation module and an RID module,
with data preprocessing and analysing procedures. After iden-
tifying a contingency, the proposed RL‐RID‐GridResponder
provides real‐time responses to mitigate the contingency and
optimise the power system operation. This approach is appli-
cable to both distribution and transmission systems because the
same techniques can be used with either kind of system. Hence,
the approach has been developed without loss of generality.
Finally, the HMI module further offers visualisation and cali-
bration for the optimal response results.

4 | Experimental Results

In this section, we present the experimental results of applying
the developed RL‐RID‐GridResponder to assist with restoring
the system to a steady and optimal state under a DoS attack. By
“optimal”, we mean that the RL process aims to achieve the
minimum possible loss in terms of system performance. The
MDP process is scaled over 24 h with an hourly control fre-
quency. Two policy‐based RL algorithms, that is, PPO and A2C,
are integrated into GridResponder to benchmark the optimal
response results. The objective is to optimise the voltage of each
bus such that the per‐unit voltages remain within the limit of
[0.95, 1.05] [59]. We take capacitors, batteries and the tap of the
transformers as RL agents to regulate the bus voltages. How-
ever, during a DoS attack, the system’s ability to communicate
with the battery is compromised, preventing the battery from
assisting in adjusting the system states. Two test cases are
conducted in the RESLab testbed for the Volt‐Var control
problem on the WSCC 9‐bus system and on the IEEE 24‐bus
system, respectively.

ALGORITHM 1 | Pseudocode of the RL-RID-GridResponder.
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4.1 | Simulation Environment

Various open‐source RL environments have been developed for
large‐scale power systems, such as Grid2Op [60], PowerGym
[61] and the cyber‐resilient power distribution environment
[62]. These environments, built on top of OpenAI Gym, can
serve as benchmarks for training RL algorithms. PowerGym,
developed by Siemens, particularly focuses on Volt‐Var control
for distribution systems, utilising OpenDSS as a backend power
flow solver to facilitate state and reward updates.

Therefore, in this paper, the RL environment is constructed
based on an augmented version of the PowerGym framework.
We enhance the PowerGym framework to integrate the
augmented WSCC 9‐bus system and the IEEE 24‐bus system.
Besides, these systems have been meticulously upgraded to
ensure compatibility with OpenDSS. The developed environ-
ment interacts with PowerWorld Simulator, which is used as the
backend in the RESLab testbed. Moreover, the environment
includes a cyber layer implemented in Python that simulates a
virtual network. The virtual network is designed to facilitate
communication between the system components using the
DNP3 communication protocol. This integration allows for
realistic simulation and testing of CPSs, providing a robust
platform for the development and evaluation of RL algorithms
in power system applications. Therefore, this environment
contains both cyber, physical and cyber‐physical components of
the power system. Power flow analysis and contingency analysis
are also incorporated into the environment to evaluate the
performance of RL agents in real time.

4.2 | Volt‐Var Control

This paper presents two case studies of the Volt‐Var control
problem on the WSCC 9‐bus and the IEEE 24‐bus systems,
respectively. In the WSCC 9‐bus system, three available actions,
including the real power source (battery bank), the reactive
power source (capacitor banks) and the tap‐changing trans-
former, can be controlled to optimise the voltage. Additionally,
two regular synchronous machine generators are assumed to be
in different control systems. This is realistic, as the generators
are commonly controlled by a generator management system
and rely on SCADA communications with the utility. We also
make this experimental assumption for the IEEE 24‐bus test
case. Therefore, the controllable assets can provide response
measures when the system is facing DoS attacks.

4.2.1 | WSCC 9‐Bus Test Case

The augmented WSCC 9‐bus system is shown in Figure 2.

The WSCC 9‐bus system has nine buses, three generators and
three substations with 21 network nodes in its synthetic cyber‐
physical model [49, 63]. We extract the WSCC 9‐bus model
from PowerWorld Simulator and modify it to run in OpenDSS,
which is compatible with the PowerGym environment. Addi-
tionally, Generator 3 is replaced by a battery source. As shown in
Figure 2, two 4000 kVAR capacitors are added to Bus 7 and Bus 9,
respectively. In this case, transformers located at Substations A, B
and C are treated as online tap‐changing transformers (voltage
regulators). Other parameters are identical with Ref. [63].

We assume that Battery 1 faces a DoS attack. The RID algorithm
is applied to the WSCC 9‐bus system after the attack, with
Table 2 referring to the critical controllers, including Capacitors
1 and 2. To verify the effectiveness of the proposed RL‐based
GridResponder, we obtain the experimental results under two
policy‐based RL algorithms, that is, PPO and A2C. The results of
normal‐state rewards and rewards facing cyber‐disturbance are
shown in Figure 3a,b, respectively.

The load profiles are normalised to be within the range of [0, 1]
and capture realistic load fluctuations, including conditions
where, under heavy load, the voltages decrease and periods of
light load where voltages rise. For every episode in 24 h, three
random loads are initialised hourly for each bus, and the reward
is averaged.

The results show that, after a sufficient amount of training, the
reward settles down at a lower stable value. Observing from
Figure 3a,b, it can be seen that the optimal reward of PPO is
significantly higher than that of A2C. In both scenarios, the
converged result of PPO is approximately 0, whereas A2C
typically converges to values ranging from −40 to −50. When
under DoS disturbance, the rewards of PPO are also signifi-
cantly higher than those of A2C. Therefore, PPO tends to
outperform A2C with fewer steps and better rewards in this
scenario. Additionally, the Volt‐Var regulation results are
shown in Figure 4, where the voltages of all buses are kept
within the ± 5% fluctuation.

4.2.2 | IEEE 24‐Bus Test Case

An IEEE 24‐bus test system is utilised as another test case [48,
49]. The IEEE 24‐bus test system includes 11 generators, six
loads and a single substation system with two networking
nodes. Additionally, four batteries and nine capacitor banks are
augmented when establishing the RL environment; that is, nine
capacitors are added on Buses 6, 7, 10, 11, 11, 13, 14, 15, 16 and

FIGURE 2 | Augmented WSCC 9‐bus system.

TABLE 2 | RID result for the augmented WSCC 9‐bus system.

Violations Critical controllers
Bus voltage violations Capacitors 1 and 2

IET Cyber‐Physical Systems: Theory & Applications, 2026 9 of 17
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19, and four batteries are added to Buses 2, 13, 21 and 22. The
augmented IEEE 24‐bus system is shown in Figure 5.

The experiments are conducted under two DoS use cases,
including UC1 and UC2 as described in Section 3.1. These two
use cases are selected based on a contingency analysis per-
formed on the augmented IEEE 24‐bus system using Power-
World [44], because these outages can result in primary voltage
violations. By applying the RID algorithm, the essential and
critical controllers are identified in Table 3 for both use cases.
Notably, in UC2, the outage of Transformer 24 and Generator 22
causes voltage instability and overloads on other transformers
and generators. As shown in Table 3, under UC1, both Battery 2
and Battery 13 are identified as essential controllers, but only
Battery 2 is considered critical, indicating that Battery 2 has a
more significant role in managing outages in this scenario.
Under UC2, a combination of four capacitors (Capacitors 11, 6,
10 and 15) and two batteries (Batteries 2 and 13) are categorised
as essential. Note that only Capacitors 6 and 10 are classified as

critical in this scenario, and notably, there are no critical bat-
teries in this scenario.

In Figure 6, the stable and unstable data points are separated
into different clusters. When cyber features are incorporated
with physical features, the stable cluster increases in size and
achieves better separation from the unstable cluster. Addition-
ally, the inset of Figure 6 displays the precision, recall and F1
score, respectively, providing the classification of disturbances.
This performance is visually evident because the clusters are
entirely separated with no overlap, meaning each data point is
correctly classified and distinctly belongs to a particular cluster.
As shown in Figure 7, the integration of the RID module
significantly speeds up the training process of PPO by reducing
the training steps of the RL agent while slightly speeding up the

FIGURE 3 | Comparison of RL results for PPO and A2C with/
without the DoS, showing that both PPO and A2C converged,
whereas PPO outperformed A2C with fewer oscillations and better
rewards. (a) Rewards in RL‐RID‐GridResponder under normal
conditions. (b) Rewards in RL‐RID‐GridResponder under DoS on
Battery 1.

FIGURE 4 | Bus voltages of the augmented WSCC 9‐bus system
presented via a heat map (trained with PPO, where ‘cap’, ‘bat’ and
‘reg’ denote capacitor, battery and the tap of the transformer,
respectively). All buses’ voltages are kept within the ± 5% fluctuation.

FIGURE 5 | Augmented IEEE 24‐bus system (with additional
capacitors and batteries).

TABLE 3 | RID results for the augmented 24‐bus system.

Scenarios Essential controllers
Critical

controllers
UC1 Batteries 2 and 13 Battery 2
UC2 Capacitors 11, 6, 10 and 15 Capacitors 6 and 10

Batteries 2 and 13 No critical battery

10 of 17 IET Cyber‐Physical Systems: Theory & Applications, 2026
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training process of A2C. The RID module reduces the action
space of the RL agent by about 15%–17% for both cases. Besides,
the rewards gained by PPO after applying RID are slightly
higher than those that apply PPO without RID, indicating a
slight increase in loss. In contrast, the rewards for A2C after
applying RID are slightly lower than those without RID,
resulting in reduced system loss.

The bus voltages of the augmented IEEE 24‐bus system are
generated using PPO and represented using a heat map, as
shown in Figure 8. The heat map illustrates the voltage levels
across all buses within the system. By employing PPO in the
response engine, all bus voltages are maintained within
the voltage limits even during the DoS. In both UC1 and UC2,
the PPO agents continue to outperform the A2C agents.
Figure 9a,d shows the voltage variations at each bus during the
training process. Detailed close‐up views reveal the stabilised
voltages in steady states for both PPO and A2C. Without using
the RID algorithm, there are more voltage variations for A2C as
compared to PPO. When including the RID module, the voltage

FIGURE 6 | Clustering of IEEE 24‐bus system under DoS disturbance: (a) UC1 with only physical features, (b) UC1 with cyber‐physical features,
(c) UC2 with only physical features and (d) UC2 with cyber‐physical features, showing that the incorporation of cyber features contributes to the
clarity with which one can identify a disturbance, as indicated by the separation between clusters.

FIGURE 7 | Training results for the IEEE 24‐bus system under UC2,
with comparison of PPO and A2C with/without the RID module,
showing that the integration of the RID module significantly speeds
up the training process of PPO and slightly speeds up A2C.

IET Cyber‐Physical Systems: Theory & Applications, 2026 11 of 17
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variations decrease once steady‐state conditions are reached,
particularly with the PPO agent. The experimental results prove
that the developed GridResponder platform can effectively

adjust the system’s state back to normal states under a DoS
attack.

4.3 | Performance Evaluation and Component
Analysis

A comprehensive sensitivity analysis is performed using a full
grid search (3 × 3 × 3 = 27 configurations) to assess the effect
of three core reinforcement learning hyperparameters: learning
rate (with tested values 0.0001, 0.0003, 0.001), entropy coefficient
(0.00, 0.01, 0.05) and rollout length (32, 64, 128) on system per-
formance. The results, evaluated in terms of average reward and
average loss, indicate that performance is most sensitive to the
learning rate, underscoring its central role in balancing training
stability and convergence speed. In contrast, within the examined
ranges, the entropy coefficient and rollout length exert a
comparatively weaker influence. The configuration that achieves
the best overall performance (highest average reward and lowest
average loss, as shown inTable 4) corresponds to a learning rate of
0.0003, an entropy coefficient of 0.01 and a rollout length of 64.

FIGURE 8 | Bus voltages of the augmented IEEE 24‐bus system
presented via a heat map (trained with PPO, where ‘cap’, ‘bat’ and ‘reg’
denote capacitor, battery and the tap of the transformer, respectively).
All buses' voltages are kept within the ± 5% fluctuation.

FIGURE 9 | All bus voltages of the IEEE 24‐bus system under UC2 with/without the implementation of the RID algorithm: (a) A2C without RID;
(b) PPO without RID; (c) A2C with RID; (d) PPO with RID. Close‐up views reveal the stabilised voltages in steady states, showing that both PPO and
A2C reach voltage steady states, but PPO has fewer fluctuations compared to A2C.
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The contributions of different control parameters, including the
voltage weight (voltage violation), action weight (control errors)
and loss weight (power loss), as defined in Equation (11), are
assessed through a dedicated sensitivity analysis. A full grid
search across 27 configurations is performed by varying each of
the three parameters across values of 0.5, 1 and 1.5 to determine
the resulting average reward and average loss. The effects of
every component are found to be subtle, yet the voltage weight
proves to be the most prominent influence on overall perfor-
mance. Although the configurations yield varied outputs, the
most optimal system performance that results in the highest
average reward and lowest average loss (as detailed in Table 5)
is achieved when all parameters of the reward function are
assigned an equal weight of 1. In Table 5, this best‐performing
parameter set is duly emphasised.

A structured ablation study is performed to quantify the indi-
vidual performance contribution of the primary system mod-
ules: the RL agents, the RID RL‐based intrusion detection
algorithm and the data fusion module. The analysis begins with
a base model with random control selection, which yields the
lowest reward and highest loss. Integrating the trained RL

agents into this baseline dramatically increases performance.
Subsequent use of the RID algorithm further enhances perfor-
mance, demonstrating its value in providing robust state fea-
tures to the RL policy. Although the data fusion module does
not directly affect the reward or loss calculation defined by
Equation (11), its contribution is critical as it serves as a foun-
dational security layer, utilised for the identification of adver-
sarial events via multimodal analysis, thereby ensuring the
integrity and reliability necessary for the high operational per-
formance of the other modules. The conclusive results of this
module‐by‐module analysis are fully detailed in Table 6, where
the best‐performing configuration is emphasised.

4.4 | Scalability and Complexity Analysis

A modified version of the IEEE 8500‐node test feeder (illus-
trated in Figure 10) is utilised to scale the reinforcement
learning environment, where RID controllers are strategically
located [64]. Training on this extensive system is successfully
conducted using the best‐performing model. The state space is
inherently modified (reduced) after the introduction of the RID
algorithm, which, in turn, leads to a significant and beneficial

TABLE 4 | Optimal hyperparameter configuration.

Learning
rate

Entropy
coefficient

Rollout
length

Average
reward

Average
loss

0.0001 0.00 32 125.4 13.2
0.0001 0.00 64 132.8 12.7
0.0001 0.00 128 138.1 12.3
0.0001 0.01 32 141.6 12.1
0.0001 0.01 64 148.7 11.4
0.0001 0.01 128 153.3 11
0.0001 0.05 32 130.9 12.9
0.0001 0.05 64 137.4 12.5
0.0001 0.05 128 142.3 11.9
0.0003 0.00 32 152.2 10.8
0.0003 0.00 64 160.7 10.5
0.0003 0.00 128 168.5 10.1
0.0003 0.01 32 176.2 10
0.0003 0.01 64 190.4 9.6
0.0003 0.01 128 183.9 9.8
0.0003 0.05 32 160.4 11.1
0.0003 0.05 64 166.9 10.8
0.0003 0.05 128 174.1 9.9
0.0010 0.00 32 96.5 14.7
0.0010 0.00 64 105.3 14.2
0.0010 0.00 128 112.6 13.9
0.0010 0.01 32 109.7 13.6
0.0010 0.01 64 118.4 13.8
0.0010 0.01 128 124.9 13.2
0.0010 0.05 32 102.8 14.5
0.0010 0.05 64 109.3 14.2
0.0010 0.05 128 110.9 14.5

Note: The bold values indicate the best‐performing results.

TABLE 5 | Reward function weight settings.

Voltage
weight

Action
weight

Loss
weight

Average
reward

Average
loss

0.5 0.5 0.5 150.3 7.4
0.5 1.0 0.5 158.6 8.2
0.5 1.5 0.5 165.1 9.1
0.5 0.5 1.0 162.9 10.2
0.5 1.0 1.0 168.3 9.8
0.5 1.5 1.0 173.7 9.4
0.5 0.5 1.5 169.4 10.8
0.5 1.0 1.5 175.6 10.4
0.5 1.5 1.5 180.3 10.1
1.0 0.5 0.5 171.2 12.6
1.0 1.0 0.5 176.8 11.9
1.0 1.5 0.5 181.4 11.3
1.0 0.5 1.0 182.2 10.5
1.0 1.0 1.0 190.4 9.6
1.0 1.5 1.0 188.7 9.8
1.0 0.5 1.5 178.9 11.2
1.0 1.0 1.5 185.1 10.7
1.0 1.5 1.5 189.3 10.3
1.5 0.5 0.5 165.7 13.4
1.5 1.0 0.5 190.4 10.6
1.5 1.5 0.5 187.6 11
1.5 0.5 1.0 174.2 11.5
1.5 1.0 1.0 182.5 10.8
1.5 1.5 1.0 188.1 10.3
1.5 0.5 1.5 180.1 12.1
1.5 1.0 1.5 186.9 11.3
1.5 1.5 1.5 189.7 10.9

Note: The bold values indicate the best‐performing results.

IET Cyber‐Physical Systems: Theory & Applications, 2026 13 of 17

 23983396, 2026, 1, D
ow

nloaded from
 https://ietresearch.onlinelibrary.w

iley.com
/doi/10.1049/cps2.70051, W

iley O
nline L

ibrary on [21/07/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



reduction in the action space complexity. As detailed in Table 7,
this reduction is found to drastically lower the number of
training steps required for convergence across various systems,
that is, the WSCC 9‐bus, IEEE 24‐bus and the large‐scale IEEE
8500‐node systems. It is evident that a substantial decrease in
the dimensionality of both the state and action spaces is pro-
vided by the application of the RID algorithm, resulting in
improved training efficiency and accelerated convergence. The
number of steps required is reported because it provides a
hardware‐independent metric of learning complexity; the time
needed for convergence is omitted, as it is subject to variation
based on the specific computational resources employed.

It must be acknowledged that the power grid operates as an ever‐
evolving dynamic system. When analysing large‐scale power
grids, it is consistently observed that synthetic models, accurately
derived from actual grid topologies, can be effectively represented
as sparse network graphs [65]. Given this inherently sparse

structure, if the proposed control engine is sufficiently trained on
a large‐scale grid using a diverse, yet manageable, set of opera-
tional and contingency use cases, the engine’s learnt policy gains
the capacity to effectively handle the dynamic behaviour of the
grid. A detailed, rigorous analysis of this generalisability and its
formal proof is considered beyond the scope of this paper. It is
reserved as a compelling direction for future research endeavours.

5 | Conclusion and Future Work

5.1 | Conclusion

The RL‐RID‐GridResponder designed in this paper provides
fast, accurate and optimal responses under contingency, and it
exhibits enhanced scalability by reducing the action and state
spaces via RID and shows improved responses by fusing cyber
and physical data. It provides optimal management of grid‐tied
resources with the objectives of voltage regulation, control error
reduction and power loss minimisation. By integrating RL
techniques, GridResponder is capable of offering solutions with
minimum loss to modern grid challenges and helping the grid
adapt to real‐time changes. In this paper, the engine is designed
to regulate voltage levels across a large‐scale grid. By optimising
control actions, the engine keeps the voltage profile within
upper and lower bounds and reduces energy losses, even under
DoS disturbances. The RL‐RID‐GridResponder ensures the
resilience of the grid by helping the power system automatically
learn to operate towards an optimal state. When under a DoS
attack, the agents follow policy‐based RL and regulate the bus
voltages for the Volt‐Var control problem using available grid
resources. Simulation results corroborate the efficacy of the
proposed optimal response engine on both the augmented
WSCC 9‐bus and the augmented IEEE 24‐bus systems.

5.2 | Future Work

After the development of the RL‐RID‐GridResponder, several
future research directions have been identified: (1) Lift the
limitations on cyber‐physical system environments. The RL
bottleneck for verification and deployment is due in part to the
lack of fused cyber‐physical power system environments. Our
next step includes the development of a more comprehensive
cyber‐physical environment for large‐scale power system
simulation. (2) RL models are often highly case‐specific. State‐
of‐the‐art RL models tend to be trained and tested under a
fairly limited set of scenarios. Therefore, future work could
focus on training datasets that include a wide variety of cyber
and physical disturbance scenarios. Additionally, methods to
improve the model's adaptability, such as allowing the system
to learn from previous experiences in different but related
scenarios (transfer learning), can enhance its generalisation
capabilities. These approaches could further improve the

TABLE 6 | Ablation study on system performance.

Configuration
Average
reward

Average
loss

Base case 20.1 65.8
RL only 180.4 12.2
RL and data fusion 180.6 12.6
RL and RID 190.4 9.6
RL and RID and data
fusion

190.4 9.6

Note: The bold values indicate the best‐performing results.

FIGURE 10 | Modified IEEE 8500‐node test feeder with RID
controller.

TABLE 7 | Convergence analysis of the proposed engine with RID application.

Test case
State space Action space Convergence steps

No RID RID No RID RID No RID RID
WSCC 9‐bus 34 33 4.74 × 106 2.37 × 106 6.5 × 104 2.4 × 104

IEEE 24‐bus 96 85 1.57 × 1018 6.81 × 1011 9.0 × 104 3.6 × 104

IEEE 8500‐node 8573 8539 2.62 × 1036 1.82 × 107 3.0 × 105 4.2 × 104
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resilience of power systems against unforeseen cyberattack
scenarios. (3) Another critical point in this area is the integra-
tion of various grid‐tied resources within advanced CPS test-
beds. The interconnectivity and interoperability of different
grid‐tied resources can potentially be advanced by designing
such a scalable cyber‐physical optimal response engine.
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